

    
      
          
            
  



Welcome to documentation of SDP Workflows Performance Monitoring Tool

This documentation contains the overview of SDP workflow performance monitoring tool, instructions to install and usage examples.
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Overview

The aim of this toolkit is to monitor CPU related performance metrics for SDP pipelines/workflows in a standardised way. Often different HPC clusters have different ways to monitor and report performance related metrics. We will have to adopt our scripts to each machine to be able to extract this data. This toolkit address this gap by providing an automatic and standardised way to collect and report performance metrics. As of now, the toolkit can collect both system wide and job related metrics during the job execution on all the nodes in a multi-node job, export data in various formats and generate a job report with plots from different metrics.


Design

As submitting and controlling jobs on HPC machines are often realised by batch schedulers, this toolkit is based on workload managers. Along with SLURM, one of the commonly used batch scheduler in the HPC community, the toolkit can handle PBS and OAR schedulers. SLURM’s scontrol listpids command gives the Process IDs (pids) of different job steps. Similarly, OAR and PBS provides tools to capture PIDs of jobs. By getting the pid of the main step job, we can monitor different performance metrics by using combination of python’s psutil package, proc files and perf stat commands. The toolkit is developed in Python.

Besides several CPU related metrics, the toolkit reports several performance metrics for NVIDIA GPUs. Python bindings of NVIDIA Management Library (NVML) [https://docs.nvidia.com/deploy/nvml-api/index.html] is used to monitor the metrics.




Available metrics

Currently, the toolkit reports following metrics:


	Hardware metadata of all the compute nodes in the reservation.


	CPU related metrics like CPU usage, memory consumption, system-wide network I/O traffic, Infiniband traffic (if supported), etc.


	perf events like hardware and software events, hardware cache events and different types of FLOP counts.


	NVIDIA GPU performance metrics.




All these metrics are gathered and exported in different formats (including JSON, CSV, H5 tables).







            

          

      

      

    

  

    
      
          
            
  
Prerequisites

The following prerequisites must be installed to use monitoring toolkit:


	python >= 3.7


	git





Installation

Currently, the way to install this toolkit is to git clone the repository and then install it.

To set up the repository and get configuration files:

git clone https://gitlab.com/ska-telescope/sdp/ska-sdp-perfmon.git
cd ska-sdp-perfmon





To install all the required dependencies

pip3 install --user -r requirements.txt





And finally, install the package using

python3 setup.py install





Another way is to use --editable option of pip installation as follows:

pip install "--editable=git+https://gitlab.com/ska-telescope/sdp/ska-sdp-perfmon.git@main#egg=ska-sdp-perfmon"





This command clones the git repository and runs python3 setup.py develop. This line can be directly added to the conda environment files.







            

          

      

      

    

  

    
      
          
            
  
Usage

As stated in the introduction, currently the toolkit is made to work with SLURM, PBS and OAR job reservations. The main script to run the toolkit is perfmon. The launch script has following options:

usage: perfmon [-h] [-d [SAVE_DIR]] [-p [PREFIX]] [-l [LAUNCHER]] [-i SAMPLING_FREQ] [-c [CHECK_POINT]] [-r] [-e {csv,hdf5,parquet,pickle,feather,orc} [{csv,hdf5,parquet,pickle,feather,orc} ...]] [--system [SYSTEM]] [--partition [PARTITION]]
             [--env [ENV]] [--name [NAME]] [-v]

optional arguments:
-h, --help            show this help message and exit
-d [SAVE_DIR], --save_dir [SAVE_DIR]
                      Base directory where metrics will be saved. This directory should
                      be available from all compute nodes. Default is $PWD
-p [PREFIX], --prefix [PREFIX]
                      Name of the directory to be created to save metric data. If provided,
                      metrics will be located at $SAVE_DIR/$PREFIX.
-l [LAUNCHER], --launcher [LAUNCHER]
                      Launcher used to launch mpi tasks
-i SAMPLING_FREQ, --sampling_freq SAMPLING_FREQ
                      Sampling interval to collect metrics. Default value is 30 seconds
-c [CHECK_POINT], --check_point [CHECK_POINT]
                      Checking point time interval. Default value is 900 seconds
-r, --gen_report      Generate plots and job report
-e {csv,hdf5,parquet,pickle,feather,orc} [{csv,hdf5,parquet,pickle,feather,orc} ...], --export {csv,hdf5,parquet,pickle,feather,orc} [{csv,hdf5,parquet,pickle,feather,orc} ...]
                      Export results to different file formats
--system [SYSTEM]     Name of the system (only when used with SDP Benchmark tests)
--partition [PARTITION]
                      Name of the partition (only when used with SDP Benchmark tests)
--env [ENV]           Name of the environment (only when used with SDP Benchmark tests)
--name [NAME]         Name of the test (only when used with SDP Benchmark tests)
-v, --verbose         Enable verbose mode. Display debug messages






Arguments


	The option --save_dir specifies the folder where results are saved. It is important that this folder should be accessible from all nodes in the reservation. Typically, NFS mounted home directories can be used for this directory. The option prefix can be used to create a sub directory within $SAVE_DIR where actual metrics will be saved. For instance, job ID can be used as prefix so that multiple job metrics will be located under same $SAVE_DIR. If --prefix is used, metrics can be found at $SAVE_DIR/$PREFIX. If no prefix option is passed, toolkit will place all metrics under $SAVE_DIR directory.


	The option launcher can be used to specify which mpi wrapper is used to launch parallel jobs. if not specified, toolkit will try to identify the launcher.


	The --sampling_freq option tells the toolkit how frequently it should poll for collecting metrics. The default value is 30 sec. The more often we collect the metrics, the more overhead the toolkit will have on the system usage. By default, the toolkit only collects hardware metadata, CPU related and perf stat metrics.


	The toolkit is capable of check pointing the data and the time period between check points can be configured using --check_point flag.


	If the user wants to generate a job report with plots from different metrics, -r or --gen_report option must be passed on the CLI.


	We can also export metric data in different formats using --export flag. Currently, toolkit is capable of exporting data in CSV, pickle, HDF5, Parquet, Feather and ORC formats.




The toolkit runs in silent mode, where all the stdout is logged to a log file. This is done to not to interfere with the main job step stdout. Typically, the log file can be found in $SAVE_DIR/ska_sdp_monitoring_metrics.log.




GPU metrics

The toolkit automatically detects for the presence of NVIDIA GPUs and if found, it extracts the metrics irrespective of batch job is using GPUs or not. In order to detect the GPUs, nvidia-smi command is executed and return status is checked.


Note

At the moment, only NVIDIA GPUs are supported. The toolkit will not be able to monitor metrics for other types of GPUs.






Monitored metrics


Hardware metadata

Currently, for the hardware metadata, we parse the output of linux command lscpu to report several informations. In addition, information about system memory is also reported. In the case of NVIDIA GPUs, several GPU related infos available from NVML library is used.




CPU related metrics

The metrics reported in this part are both process specific and system wide. The process pid that is captured from the batch scheduler’s step job is used to monitor process specific metrics. Some metrics like network I/O counters are only reported system wide. The metrics reported are as follows:


	CPU time from parent and child processes (Process specific).


	CPU percent from parent and child processes. Typically, for a multi-threaded job, this value will be more than 100% as it gives sum of the cpu usages from all cores, where the process is running (Process specific).


	CPU percent (System wide)


	Network I/O counters, which includes send/receive bytes and packets (System wide).


	Infiniband I/O traffic (System wide, if supported) which includes send/receive bytes and packets.


	Memory consumption which includes RSS, VMS, USS, shared and swap usage (USS gives process specific memory consumption, process specific) in bytes.


	Memory consumption in percentage (Process specific).


	Memory bandwidth (read only, process specific) in bytes/second.


	I/O statistics (Process specific), which includes read/write bytes.


	RAPL power metrics (System wide) in micro Joules (uJ).


	Number of threads of parents and children (Process specific).


	Timestamp list




Each metric is reported as list of values that correspond to the timestamps. Memory bandwidth is estimated using OFFCORE_RESPONSE perf metrics. We can only get the read bandwidth using this perf counter. Memory bandwidth reported with this toolkit should only be regarded as a proxy to the “actual” bandwidth.


Note

All metrics are reported as raw data without any post-processing. For instance, to estimate the power consumption from the RAPL metrics, we need to do forward differencing of the metric data and divide it by sampling time to get power consumption in micro Watts. Similarly, for network and Infiniband I/O statistics, we will have to do similar computation to get bandwidths.






Perf stat metrics

Perf stat metrics are monitored by executing

perf stat -e <event_list> -p <process_pids> sleep <collection_time>





Currently only Broadwell, Haswell, SkyLake, SandyBridge, Zen and Zen3 chips are supported. More intel micro architectures and also AMD ones will be added to the toolkit. Note that the supported perf events differ for different micro architectures and so, not all the listed events might be available for all the cases.

Hardware events:


	cycles


	instructions


	cache-misses


	cache-references


	branches


	branch-misses




Software events:


	context-switches


	cpu-migrations




Caches:


	L2 cache bandwidth


	L3 cache bandwidth




FLOPS:


	Single precision FLOPS


	Double precision FLOPS




Hardware and software events are named perf events in perf stat and available in both Intel and AMD chips. The cache bandwidths and FLOPS have processor specific event codes. These events are taken from likwid project [https://github.com/RRZE-HPC/likwid]. Most of these events are claimed to be tested on different processors from the project maintainers.


Note

Along with the raw counter numbers, derived counters are also provided in the metric data. FLOPS are provided in MFLOPS/second, whereas bandwidths are provided in MB/s.






NVIDIA GPU metrics

As stated before, NVML library is used to query for several device metrics for NVIDIA GPU cards. The reported metrics are as follows:


	Clock frequency info for Graphics, SM and memory


	Error Correcting Code (ECC) counts for Single and double precision


	Usage of GPU and BAR1 memory


	Device temperature, fan speed (if exists), number of processes


	PCI expresses send and receive throughputs


	Power usage and GPU throttling time due to power and thermal constraints


	GPU and memory utilization rates




All these metrics are reported for each GPU separately. A prefix of form gpu-{num} is added to host name of each node, where {num} is the GPU device number to differentiate different GPUs.






Example use cases

Typical use case is shown as follows:

#!/bin/bash

#SBATCH --time=00:30:00
#SBATCH -J sdp-metrics-test
#SBATCH --nodes=2
#SBATCH --ntasks=2
#SBATCH --no-requeue
#SBATCH --exclusive
#SBATCH --output="slurm-%J.out"

WORK_DIR=/path/to/matmul/executable

# Make sure we have the right working directory
cd $WORK_DIR

echo -e "JobID: $SLURM_JOB_ID\n======"
echo "Time: `date`"
echo "Running on master node: `hostname`"
echo "Current directory: `pwd`"

srun -n $SLURM_JOB_NUM_NODES --ntasks-per-node 1 perfmon &
# mpirun --map-by node -np $SLURM_JOB_NUM_NODES perfmon &
mpirun -np ${SLURM_JOB_NUM_NODES} ./matmul 2000

wait





This simple SLURM script reserves two nodes and runs matrix multiplication using mpirun. Now looking at the line immediately preceding mpirun we notice that we are running perfmon script using srun as a background process. srun launches the perfmon script on all nodes in the reservation, where it runs in the background. The first step the script does is to get the process pid of the main step job (in this case mpirun -np ${SLURM_JOB_NUM_NODES} ./matmul 2000) and collects the metrics for this process and its child. Once the process is terminated, the script does some post processing to merge all the results, make plots and generate report. It is important to have a wait command after the main job, else the toolkit script wont be able to do post-processing and save the results. The main step job can be launched with either mpirun or srun. Similarly, the toolkit can be launched with either of them.

Sometimes, processes will not tear down cleanly even after the main job has finished. For example, this case can arise when dask is used as a parallelisation framework and scheduler is not stopped after the main job. The toolkit monitors the process id of the main job and keeps monitoring till it is killed. So, in this situation will keep monitoring till the end of reservation time. To avoid this issue, we can use a file based Inter Process Communicator (IPC). After the main job, we can add a line echo "FINISHED" > .ipc-$SLURM_JOB_ID and the toolkit keeps reading this .ipc-$SLURM_JOB_ID file and once it reads FINISHED, it will stop monitoring. This is very simple and portable solution for this kind of problem. Also, we are adding a wait command, the SLURM job will wait till the end of the reservation period in this case. To avoid such condition, we can wait for exclusively only monitor job by capturing its PID.

#!/bin/bash

#SBATCH --time=00:30:00
#SBATCH -J sdp-metrics-test
#SBATCH --nodes=2
#SBATCH --ntasks=2
#SBATCH --no-requeue
#SBATCH --exclusive
#SBATCH --output="slurm-%J.out"

WORK_DIR=/path/to/matmul/executable
MON_DIR=/path/to/ska-sdp-montor-cpu-metrics

# Make sure we have the right working directory
cd $WORK_DIR

echo -e "JobID: $SLURM_JOB_ID\n======"
echo "Time: `date`"
echo "Running on master node: `hostname`"
echo "Current directory: `pwd`"

srun -n $SLURM_JOB_NUM_NODES --ntasks-per-node 1 perfmon &
export MON_PID=$!
# mpirun --map-by node -np $SLURM_JOB_NUM_NODES perfmon &
mpirun -np ${SLURM_JOB_NUM_NODES} ./matmul 2000
echo "FINISHED" > .ipc-$SLURM_JOB_ID

wait $MON_PID





This sample script shows how to use the toolkit for dask jobs.

#!/bin/bash

#SBATCH --time=00:30:00
#SBATCH -J sdp-metrics-test
#SBATCH --nodes=2
#SBATCH --ntasks=2
#SBATCH --mail-type=FAIL
#SBATCH --no-requeue
#SBATCH --exclusive
#SBATCH --output="slurm-%J.out"

MON_DIR=/path/to/ska-sdp-montor-cpu-metrics

SCHEFILE=$PWD/${SLURM_JOB_ID}.dasksche.json
WORKSPACE=$PWD/dask-worker-space

rm -rf $SCHEFILE
rm -rf $WORKSPACE

export DASK_SCHEDULER_FILE="$SCHEFILE"

#! Set up python
echo -e "Running python: `which python`"
echo -e "Running dask-scheduler: `which dask-scheduler`"

cd $SLURM_SUBMIT_DIR
echo -e "Changed directory to `pwd`.\n"

JOBID=${SLURM_JOB_ID}
echo ${SLURM_JOB_NODELIST}

scheduler=$(scontrol show hostnames $SLURM_JOB_NODELIST | uniq | head -n1)

echo "run dask-scheduler"
ssh ${scheduler} python3 `which dask-scheduler` --port=8786 --scheduler-file=$SCHEFILE  &

sleep 5

echo "Monitoring script"
srun -n $SLURM_JOB_NUM_NODES --ntasks-per-node 1 perfmon &
export MON_PID=$!

echo "run dask-worker"
srun -n ${SLURM_JOB_NUM_NODES} python3 `which dask-worker` --nanny --nprocs 4 --interface ib0 --nthreads 1\
--memory-limit 200GB --scheduler-file=$SCHEFILE ${scheduler}:8786 &

echo "Scheduler and workers now running"

#! We need to tell dask Client (inside python) where the scheduler is running
echo "Scheduler is running at ${scheduler}"

CMD="python3 src/cluster_dask_test.py ${scheduler}:8786 | tee cluster_dask_test.log"

eval $CMD
echo "FINISHED" > .ipc-$SLURM_JOB_ID

wait $MON_PID





The above script monitors the dask workers. Note that dask workers and scheduler should be teared down cleanly for this approach to work. If not, use the approach provided in the above example to wait for monitor job by capturing its PID.

These scripts are the source file for matrix multiplication is available in the repository for testing purposes in ska-sdp-perfmon/tests folder.

In the case of PBS jobs, we should do a little hack for the toolkit to work. We have not tested the toolkit on production ready PBS cluster. From the local tests, it is found that the environment variable PBS_NODEFILE is only available on the first node in the reservation. We need this file to be accessible from all nodes for the toolkit to work properly. So, the hack is to copy this nodefile to the local directory (which is often NFS mounted home directory where all nodes can access) and set a new environment variable called PBS_NODEFILE_LOCAL and export to all nodes. Now the toolkit looks for this variable and reads node list from this variable. This can be done in following way:

#!/bin/bash

#PBS -N metrics-test
#PBS -V
#PBS -j oe
#PBS -k eod
#PBS -q workq
#PBS -l walltime=01:00:00
#PBS -l select=2:ncpus=6:mpiprocs=12

cd /home/pbsuser

# We need to copy the nodefile to CWD as it is not available from all compute nodes in the reservation
cp $PBS_NODEFILE nodefile

# Later we export a 'new' env variable PBS_NODEFILE_LOCAL using mpirun to the location of copied local nodefile
mpirun --map-by node -np 2 -x PBS_NODEFILE_LOCAL=$PWD/nodefile perfmon -i 5 -v -r -e &
sleep 2
mpirun --map-by node -np 2 ./matmul 1500

wait








Output files

Upon successful completion of the job and monitoring task, we will find following files inside the metrics directory that is created by the toolkit if --gen_report flag is enabled. If a --prefix is used to name the directory all the files will be placed under this directory. If not the toolkit places all the files in $SAVE_DIR. Typically, under this folder we will find following sub-directories and files


	configs/: Contains configuration files of the toolkit used for each node. It will be dumped only when -v flag is enabled.


	metrics/: This folder contains all the metrics in JSON files.


	plots/: All the generated plots in png format are placed in this folder


	job-report-{job-id}.pdf: Job report with all the plots included


	*.csv, *.h5, *.orc, *parquet, *.feather, *.pkl: Exported files in different formats with metric as name.




The schema for the cpu_metrics.json file is shown as follows:

 {
"type": "object",
"required": [],
"properties": {
  "host_names": {
    "type": "array",
    "items": {
      "type": "string"
    }
  },
  "node-0-hostname": {
    "type": "object",
    "required": [],
    "properties": {
      "child_proc_md": {
        "type": "array",
        "items": {
          "type": "string"
        }
      },
      "cpu_percent": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "cpu_percent_sys": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "cpu_time": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "ib_io_counters": {
        "type": "object",
        "required": [],
        "properties": {
          "port_rcv_data": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "port_rcv_packets": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "port_xmit_data": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "port_xmit_packets": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "io_counters": {
        "type": "object",
        "required": [],
        "properties": {
          "read_bytes": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "read_count": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "write_bytes": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "write_count": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "memory_full_info": {
        "type": "object",
        "required": [],
        "properties": {
          "swap": {
            "type": "array",
            "items": {
              "type": "string"
            }
          },
          "uss": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "memory_info": {
        "type": "object",
        "required": [],
        "properties": {
          "rss": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "shared": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "vms": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "memory_percent": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "net_io_counters": {
        "type": "object",
        "required": [],
        "properties": {
          "bytes_recv": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "bytes_sent": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "packets_recv": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "packets_sent": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "num_fds": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "num_threads": {
        "type": "array",
        "items": {
          "type": "number"
        }
      },
      "parent_proc_md": {
        "type": "object",
        "required": [],
        "properties": {}
      },
      "rapl_powercap": {
        "type": "object",
        "required": [],
        "properties": {
          "core-0": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "uncore-0": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "dram-0": {
            "type": "array",
            "items": {
              "type": "number"
            }
          },
          "package-0": {
            "type": "array",
            "items": {
              "type": "number"
            }
          }
        }
      },
      "time_stamps": {
        "type": "array",
        "items": {
          "type": "number"
        }
      }
    }
  },
  "sampling_frequency": {
    "type": "number"
  }
}





where the field host_names contains all the names of the nodes in the SLURM reservation. The CPU metric data is organised for each host separately, where data for field node-0-hostname corresponds to data for node-0 in the reservation and so on. The perf and GPU metrics data are also organised in a similar way.

For example, if we want to inspect the memory consumption in percentage on, say example-host-0 node, we can query it simply as cpu_metrics['example-host-0']['memory_percent'] in python. This gives us list of values for each timestamp given in cpu_metrics['example-host-0']['timestamps']. Note that timestamps for different hosts are saved separately as there can be synchronisation issues between different nodes in the cluster. It is also worth noting that integer timestamps are used and so, monitoring with a frequency of less than a second is not possible.




Plotting data

Recommended way to plot metric data is to export data into csv or any other available format and load them into Pandas dataframe. Examples can be found in perfmon/common/plots folder on how to plot data using Pandas dataframe.







            

          

      

      

    

  

    
      
          
            
  
Perfmon Reference


Configuration

This file contains config related functions and classes


	
class perfmon.cfg.__init__.GlobalConfiguration(args)[source]

	Global configuration with defaults


	
check_gpus()[source]

	This method checks for presence of NVIDIA GPUs






	
create_config()[source]

	Entry point of teh class






	
make_dirs()[source]

	This method creates the directory that put all artefacts of toolkit






	
populate_config()[source]

	This method adds necessary common info to config dict












Common

“This package contains modules related to creating dataframe


	
class perfmon.common.df.__init__.CreateDataFrame(metric, config)[source]

	This class contains all methods to create a dataframe from JSON data


	
check_non_default_metrics(content)[source]

	Check for non default metrics






	
create_dataframe(content)[source]

	This method creates and returns dataframe from the metric data






	
go()[source]

	Entry point to the class






	
initialise_header_names()[source]

	This method initialises the names of headers for each metric









“This package contains classes to export metric data


	
class perfmon.common.export.__init__.ExportData(config, df_dict)[source]

	This class contains all methods to export dataframe into different
data store types


	
get_lock_file()[source]

	Get the lock file to update database exports






	
go()[source]

	Entry point to the class






	
release_lock()[source]

	Releases lock file









This file contains initialisation functions for logging


	
class perfmon.common.logging.__init__.HostnameFilter(name='')[source]

	
	
filter(record)[source]

	Determine if the specified record is to be logged.

Is the specified record to be logged? Returns 0 for no, nonzero for
yes. If deemed appropriate, the record may be modified in-place.










	
perfmon.common.logging.__init__.logger_config(global_config)[source]

	shortcut method for initializing logging


	Parameters

	global_config (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Dict containing all the configuration info



	Returns

	Logger initiated based on config passed



	Return type

	logger object









This module contains functions that are related to perf stat metrics


	
perfmon.common.perf.__init__.check_perf_events(perf_events)[source]

	This function check if all perf groups are actually working. We will only probe the working
counters during monitoring


	Parameters

	perf_events (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – A dict of found perf events



	Returns

	A dict of working perf events



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
perfmon.common.perf.__init__.derived_perf_event_list(perf_events)[source]

	This function returns list of perf events implemented for a given processor and micro
architecture


	Parameters

	perf_events (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Dictionary of perf events



	Returns

	A dict with name and event code of perf events
dict: A dict with derived perf metrics and its formula



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
perfmon.common.perf.__init__.get_mem_bw_event()[source]

	This function returns the perf event to get memory bandwidth


	Returns

	A string to get memory bandwidth for perf stat command



	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
perfmon.common.perf.__init__.get_working_perf_events()[source]

	This function checks the micro architecture type and returns available perf events. Raises an
exception if micro architecture is not implemented


	Returns

	Perf events with event name
dict: Derived perf metrics from event counters



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]



	Raises

	PerfEventsNotFoundError – An error occurred while looking for perf events










	
perfmon.common.perf.__init__.llc_cache_miss_perf_event(processor_vendor, micro_architecture)[source]

	This function gives the event code and umask for LLC cache miss event for different
architectures


	Parameters

	
	processor_vendor (str [https://docs.python.org/3/library/stdtypes.html#str]) – Vendor of the processor


	micro_architecture (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the micro architecture of the processor






	Returns

	String containing event code and umask



	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]



	Raises

	ProcessorVendorNotFoundError – An error occurred while looking for processor vendor.










	
perfmon.common.perf.__init__.perf_event_list(micro_architecture)[source]

	This function returns list of perf events implemented for a given processor and micro
architecture


	Parameters

	micro_architecture (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the micro architecture



	Returns

	A dict with name and event code of perf events



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]



	Raises

	PerfEventListNotFoundError – If perf events yml file is not found









This module contains class for detecting process PIDs for various schedulers


	
class perfmon.common.pid.__init__.GetJobPid(config)[source]

	Class to get the main job PID for different workload managers. Currently SLURM, PBS and OAR
schedulers are supported


	
go()[source]

	This is driver method to find job PID









“This package contains functions to plot gathered metrics


	
class perfmon.common.plots.__init__.GenPlots(config, df_dict)[source]

	This class contains all plotting methods (Only for CPU metrics)


	
apply_plot_settings(plot_type, metric_att, mean_max, ax)[source]

	This method applies the common settings to the plots






	
check_non_default_metrics(df)[source]

	Check if IB, mem. bandwidth and RAPL metrics are available in collected metrics






	
combined_plotting_engine(metric, metric_att, comb_ts_df, comb_metric_df)[source]

	Plotting engine for combined metrics






	
static convert_ts_datetime(df)[source]

	Convert timestamps in df to datetime format






	
static get_global_mean_max(mean_max_all)[source]

	Get global mean max of metric from host data






	
go()[source]

	Entry point for plotting






	
make_plots(df)[source]

	This method plots both per host and combined metrics






	
plot_metric_data(df)[source]

	Make plots for the cpu metric data






	
plotting_engine(host_name, metric, metric_att, ax, data)[source]

	Main engine to create plots






	
static replace_neg_values(df)[source]

	Replace negative values in df to preceding positive values









This module contains functions related to processor specific info


	
perfmon.common.processor.__init__.get_cpu_spec()[source]

	This function extracts the vendor and cpu architectures using archspec module


	Returns

	Name of the vendor
str: Micro architecture



	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]









This module contains class to generate job report


	
class perfmon.common.report.__init__.GenReport(config)[source]

	This class does all the post monitoring steps like making plots and generating reports


	
create_job_report(content)[source]

	Create a job report using FPDF module






	
go()[source]

	Entry point for creating report






	
initialise_plot_per_page()[source]

	Initialises plot related parameters









Utility functions related to devices on the platform


	
perfmon.common.utils.devices.get_rapl_devices()[source]

	This function gets all the packages, core, uncore and dram device available within RAPL
powercap interface


	Returns

	A dict with package names and paths



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
perfmon.common.utils.devices.ibstat_ports()[source]

	This function returns Infiniband ports if present


	Returns

	A dict with IB port names and numbers



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]









Utility functions for command execution


	
perfmon.common.utils.execute_cmd.execute_cmd(cmd_str, handle_exception=True)[source]

	Accept command string and returns output.


	Parameters

	
	cmd_str (str [https://docs.python.org/3/library/stdtypes.html#str]) – Command string to be executed


	handle_exception (bool [https://docs.python.org/3/library/functions.html#bool]) – Handle exception manually. If set to false, raises an exception
to the caller function






	Returns

	Output of the command. If command execution fails, returns ‘not_available’



	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]



	Raises

	subprocess.CalledProcessError [https://docs.python.org/3/library/subprocess.html#subprocess.CalledProcessError] – An error occurred in execution of command iff
    handle_exception is set to False










	
perfmon.common.utils.execute_cmd.execute_cmd_pipe(cmd_str)[source]

	Accept command string and execute it using piping and returns process object.


	Parameters

	cmd_str (str [https://docs.python.org/3/library/stdtypes.html#str]) – Command string to be executed



	Returns

	Process object



	Return type

	object [https://docs.python.org/3/library/functions.html#object]









Utility functions for manipulating json files


	
perfmon.common.utils.json_wrappers.dump_json(content, filename)[source]

	This function appends data to an existing json content. It creates a new file if no
existing file found.


	Parameters

	
	content (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Dict to write into JSON format


	filename (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the file to load













	
perfmon.common.utils.json_wrappers.load_json(filename)[source]

	This function loads json file and return dict


	Parameters

	filename (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the file to load



	Returns

	File contents as dict



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
perfmon.common.utils.json_wrappers.write_json(content, filename)[source]

	This function writes json content to a file


	Parameters

	
	content (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Dict to write into JSON format


	filename (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the file to load












Class to lock files


	
class perfmon.common.utils.locks.FileLock(protected_file_path, timeout=None, delay=1, lock_file_contents=None)[source]

	A file locking mechanism that has context-manager support so
you can use it in a with statement. This should be relatively cross
compatible as it doesn’t rely on msvcrt or fcntl for the locking.


	
exception FileLockException[source]

	Exception to the file lock object






	
acquire(blocking=True)[source]

	Acquire the lock, if possible. If the lock is in use, and blocking is False,
return False. Otherwise, check again every self.delay seconds until it either gets the
lock or exceeds timeout number of seconds, in which case it raises an exception.






	
available()[source]

	Returns True iff the file is currently available to be locked.






	
lock_exists()[source]

	Returns True iff the external lockfile exists.






	
locked()[source]

	Returns True iff the file is owned by THIS FileLock instance.
(Even if this returns false, the file could be owned by another FileLock instance,
possibly in a different thread or process).






	
purge()[source]

	For debug purposes only.  Removes the lock file from the hard disk.






	
release()[source]

	Get rid of the lock by deleting the lockfile.
When working in a with statement, this gets automatically
called at the end.









Utility functions for parsing


	
class perfmon.common.utils.parsing.RawFormatter(prog, indent_increment=2, max_help_position=24, width=None)[source]

	
	Class SmartFormatter prints help messages without any formatting
	or unwanted line breaks, acivated when help starts with R|










	
perfmon.common.utils.parsing.get_parser(cmd_output, reg='lscpu')[source]

	Regex parser.


	Parameters

	
	cmd_output (str [https://docs.python.org/3/library/stdtypes.html#str]) – Output of the executed command


	reg (str [https://docs.python.org/3/library/stdtypes.html#str]) – Regex pattern to be used






	Returns

	Function handle to parse the output









Class to create pdf file


	
class perfmon.common.utils.pdf.PDF(config)[source]

	custom PDF class that inherits from the FPDF


	
footer()[source]

	This method defines footer of the pdf






	
header()[source]

	This method defines header of the pdf






	
page_body(images)[source]

	This method defines body of the pdf






	
print_page(images)[source]

	This method add an empty pages and populates with images/text









Utility functions for psutil process finder


	
perfmon.common.utils.process.find_procs_by_name(name)[source]

	Return a list of processes matching ‘name’


	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – name of the process to find



	Returns

	List of psutil objects



	Return type

	list [https://docs.python.org/3/library/stdtypes.html#list]










	
perfmon.common.utils.process.get_proc_info(pid)[source]

	Convenient wrapper around psutil.Process to catch exceptions






	
perfmon.common.utils.process.proc_if_running(procs)[source]

	Check if all processes are running and returns a False if all of them are terminated


	Parameters

	procs (list [https://docs.python.org/3/library/stdtypes.html#list]) – List of psutil process objects



	Returns

	Running status of the processes



	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]









Utility functions


	
perfmon.common.utils.utilities.dump_yaml(config)[source]

	Dump config files (for debugging)






	
perfmon.common.utils.utilities.get_project_root()[source]

	Get root directory of the project


	Returns

	Full path of the root directory



	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
perfmon.common.utils.utilities.get_value(input_dict, target)[source]

	Find the value for a given target in dict


	Parameters

	
	input_dict (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Dict to search for key


	target (Any) – Key to search






	Returns

	List of values found in d



	Return type

	list [https://docs.python.org/3/library/stdtypes.html#list]










	
perfmon.common.utils.utilities.merge_dicts(exst_dict, new_dict)[source]

	Merge two dicts. old_content is updated with data from new_content


	Parameters

	
	exst_dict (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Existing data in the dict


	new_dict (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – New data to be added to the dict






	Returns

	updated exst_dict with contents from new_dict



	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
perfmon.common.utils.utilities.replace_negative(input_list)[source]

	This function replaces the negative values in numpy array with mean of neighbours. If the
values happen to be at the extremum, it replaces with preceding or succeding elements


	Parameters

	input_list (list [https://docs.python.org/3/library/stdtypes.html#list]) – A list with positive and/or negative elements



	Returns

	A list with just positive elements



	Return type

	list [https://docs.python.org/3/library/stdtypes.html#list]












Core

This file contains class to launch monitoring process


	
class perfmon.core.metrics.__init__.MonitorPerformanceMetrics(config)[source]

	Engine to extract performance metrics


	
get_job_pid()[source]

	This method calls function to get job PID






	
start_collection()[source]

	Start collecting CPU metrics. We use multiprocessing library to spawn different
processes to monitor cpu and perf metrics









This file common functions that are needed to monitor metrics


	
perfmon.core.metrics.common.check_metric_data(data_struct)[source]

	This method checks if all the metric data is consistent with number of timestamps






	
perfmon.core.metrics.common.dump_metrics_async(data, outfile)[source]

	Dump metrics asynchronously


	Parameters

	
	data (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – Data to be dumped to disk


	outfile (str [https://docs.python.org/3/library/stdtypes.html#str]) – Path of the outfile













	
perfmon.core.metrics.common.get_child_procs(user, procs)[source]

	Get list of children processes in user namespace


	Parameters

	
	user (str [https://docs.python.org/3/library/stdtypes.html#str]) – User name


	procs (object [https://docs.python.org/3/library/functions.html#object]) – psutil proc iterator






	Returns

	List of children processes in user space



	Return type

	list [https://docs.python.org/3/library/stdtypes.html#list]










	
perfmon.core.metrics.common.get_cumulative_metric_value(metric_type, procs, data)[source]

	This method gets cumulative metric account for all childs for a given metric type





This file contains base class to monitor CPU metrics


	
class perfmon.core.metrics.cpu.MonitorCpuUsage(config)[source]

	Engine to monitor cpu related metrics


	
add_ib_counters_to_dict()[source]

	Add IB counters to base dict






	
add_mem_bw_to_dict()[source]

	Add memory bandwidth to base dict






	
add_metrics_cpu_parameters()[source]

	This method adds metrics key/value pair in cpu parameter dict






	
add_rapl_domains_to_dict()[source]

	Add RAPL domain names to base dict






	
add_timestamp()[source]

	This method adds timestamp to the data






	
check_availability_ib_rapl_membw()[source]

	This method checks if infiniband and RAPL metrics are available






	
dump_metrics()[source]

	Dump metrics to JSON file and re-initiate cpu_metrics dict






	
get_cpu_usage()[source]

	This method gets all CPU usage statistics






	
get_energy_metrics()[source]

	This method gets energy metrics from RAPL powercap interface






	
get_memory_usage()[source]

	This method gets memory usage






	
get_metrics_data()[source]

	Extract metrics data






	
get_misc_metrics()[source]

	This method gets IO, file descriptors and thread count






	
get_network_traffic()[source]

	Get network traffic from TCP and Infiniband (if supported)






	
initialise_cpu_metrics_params()[source]

	This method initialises the CPU metric related parameters






	
run()[source]

	This method extracts the cpu related metrics for a given pid









This file contains base class to monitor GPU metrics


	
class perfmon.core.metrics.gpu.MonitorNvidiaGpuMetrics(config)[source]

	Engine to monitor gpu related metrics


	
add_timestamp()[source]

	This method adds timestamp to the data






	
dump_metrics()[source]

	Dump metrics to JSON file and re-initiate gpu_metrics dict






	
get_clock_info()[source]

	This method gets different clock info metrics






	
get_ecc_metrics()[source]

	This method gets ECC error counts






	
get_memory_usage()[source]

	This method gets memory usage






	
get_metrics_data()[source]

	Extract metrics data






	
get_misc_metrics()[source]

	This method gets different misc metrics






	
get_new_host_name(gpu_dev_num)[source]

	Append GPU number to host name






	
get_power_metrics()[source]

	This method gets power metrics






	
get_utilization_rates()[source]

	This method gets all utilization statistics






	
initialise_gpu_metrics_params()[source]

	This method initialises the GPU metric related parameters






	
run()[source]

	This method extracts the gpu related metrics for a given pid









This file contains base class to monitor perf stat metrics


	
class perfmon.core.metrics.perfcounters.MonitorPerfCounters(config)[source]

	Engine to extract performance metrics


	
add_timestamp()[source]

	This method adds timestamp to the data






	
compute_derived_metrics()[source]

	This method computes all the derived metrics from parsed perf counters






	
dump_avail_perf_events()[source]

	Dump the available perf event list for later use






	
dump_metrics()[source]

	Dump metrics to JSON file and re-initiate perf_metrics dict






	
get_list_of_pids()[source]

	This method gets the list of pids to monitor by adding children pids to parents






	
initialise_perf_metrics_data_dict()[source]

	This method initialises the perf metric related parameters






	
make_perf_command()[source]

	This method make the perf command to run






	
static match_perf_line(pattern, cmd_out)[source]

	This method builds perf output pattern and get matching groups






	
parse_perf_cmd_out(cmd_out)[source]

	This method parses perf command output and populate perf data dict with counter values






	
post_parsing_steps()[source]

	Steps to be made after parsing all metrics






	
run()[source]

	This method extracts perf metrics for a given pid






	
set_up_perf_events()[source]

	This method checks for available perf events, tests them and initialise the data dict






	
setup_perf_monitor()[source]

	Setup steps for monitoring perf metrics









Functions to monitor RAPL energy metrics


	
perfmon.core.metrics.cpumetrics.energy.rapl_energy_readings(rapl_devices, data)[source]

	This method gets energy metrics from RAPL powercap interface





Functions to monitor memory related metrics


	
perfmon.core.metrics.cpumetrics.memory.get_memory_bandwidth(mem_bw_event, procs)[source]

	This method returns memory bandwidth based on perf LLC load misses event






	
perfmon.core.metrics.cpumetrics.memory.memory_usage(mem_bw_event, procs, data)[source]

	This method gets memory usage





Functions to monitor other metrics


	
perfmon.core.metrics.cpumetrics.misc.misc_metrics(procs, data)[source]

	This method gets IO, file descriptors and thread count





Functions to monitor network related metrics


	
perfmon.core.metrics.cpumetrics.network.ib_io_counters(ib_ports, data)[source]

	This method gets the IB port counters






	
perfmon.core.metrics.cpumetrics.network.network_io_counters(data)[source]

	This method gets the system wide network IO counters





Functions to monitor CPU usage metrics


	
perfmon.core.metrics.cpumetrics.usage.get_cpu_percent(cpu_aggregation_interval, procs)[source]

	This method gives CPU percent of parent and its childs






	
perfmon.core.metrics.cpumetrics.usage.get_cpu_time(procs)[source]

	This method gets cumulative CPU time from parent and its childs





This module contains all NVIDIA GPU related metrics functions


	
perfmon.core.metrics.gpumetrics.nvidia.__init__.device_query(func, *args)[source]

	Convenience wrapper to query different metrics for NVIDIA GPUs


	Parameters

	func (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the API function



	Returns

	Metric value



	Return type

	list [https://docs.python.org/3/library/stdtypes.html#list]









Functions to monitor clock frequency info related metrics for NVIDIA GPUs


	
perfmon.core.metrics.gpumetrics.nvidia.clock.clock_info(data)[source]

	This method gets NVIDIA GPU clock info for memory, graphics and SM





Functions to monitor ECC error counts for NVIDIA GPUs


	
perfmon.core.metrics.gpumetrics.nvidia.errors.ecc_error_counts(data)[source]

	This method gets NVIDIA GPU ECC error counts for SP and DP





Functions to monitor memory related metrics for NVIDIA GPUs


	
perfmon.core.metrics.gpumetrics.nvidia.memory.memory_usage(data)[source]

	This method gets NVIDIA GPU memory and BAR1 memory usage





Functions to monitor misc metrics like temperature, fan speed for NVIDIA GPUs


	
perfmon.core.metrics.gpumetrics.nvidia.misc.misc_metrics(data)[source]

	This method gets misc NVIDIA GPU metrics





Functions to monitor power related metrics for NVIDIA GPUs


	
perfmon.core.metrics.gpumetrics.nvidia.power.power_usage(data)[source]

	This method gets NVIDIA GPUs power usage metrics






	
perfmon.core.metrics.gpumetrics.nvidia.power.power_violation_report(data)[source]

	This method gets NVIDIA GPUs throttling period due to constraints





Functions to get GPU utilization rates


	
perfmon.core.metrics.gpumetrics.nvidia.utilization.get_encoder_decoder_util_rates(data)[source]

	This method gets encoder and decoder utilization rates






	
perfmon.core.metrics.gpumetrics.nvidia.utilization.get_gpu_mem_util_rates(data)[source]

	This method gets GPU and memory utilization rates








Exceptions

This file contains the custom exceptions defined for monitoring tools.


	
exception perfmon.exceptions.__init__.ArchitectureNotFoundError[source]

	Processor architecture not found






	
exception perfmon.exceptions.__init__.BatchSchedulerNotFound[source]

	Batch scheduler not implemented or not recognised






	
exception perfmon.exceptions.__init__.CommandExecutionFailed[source]

	Command execution exception






	
exception perfmon.exceptions.__init__.JobPIDNotFoundError[source]

	Step job PID not found






	
exception perfmon.exceptions.__init__.KeyNotFoundError[source]

	Key not found in the dict






	
exception perfmon.exceptions.__init__.MetricGroupNotImplementedError[source]

	Requested metric group not implemented






	
exception perfmon.exceptions.__init__.PerfEventListNotFoundError[source]

	Perf event list not implemented






	
exception perfmon.exceptions.__init__.ProcessorVendorNotFoundError[source]

	Processor vendor not implemented








Perfevents

“This package contains perf events lists for different architectures




Schemas

“This package contains schemas for perfmon toolkit

This is schema for dataframe

This is schema for metrics data

This is schema for plots
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  Source code for perfmon.cfg.__init__

"""This file contains config related functions and classes"""

import os
import sys
import pathlib
import socket
import subprocess


__root__ = str(pathlib.Path(__file__).parent.parent.parent)
__cfg__ = os.path.join(__root__, 'cfg')
__cwd__ = os.getcwd()
__main_py__ = sys.argv[0]

# pylint: disable=E0401,W0201,C0301


[docs]class GlobalConfiguration(object):
    """
    Global configuration with defaults
    """

    def __init__(self, args):

        # Convert arg parser namespace to dict
        self.global_config = vars(args)

[docs]    def populate_config(self):
        """
        This method adds necessary common info to config dict
        """

        # name of the host
        self.global_config['host_name'] = socket.gethostname()
        # default metrics to collect
        self.global_config['metrics'] = ['meta_data', 'cpu_metrics', 'perf_metrics']
        # Get name of the script
        self.global_config['script_name'] = os.path.basename(__main_py__)


[docs]    def check_gpus(self):
        """
        This method checks for presence of NVIDIA GPUs
        """

        # check if nvidia-smi command works
        try:
            subprocess.check_output('nvidia-smi')
            import py3nvml

            py3nvml.py3nvml.nvmlInit()
            self.global_config['num_nvidia_gpus'] = int(
                py3nvml.py3nvml.nvmlDeviceGetCount()
            )
            self.global_config['metrics'] += ['nv_gpu_metrics']
            py3nvml.py3nvml.nvmlShutdown()
        except Exception:  # this command not being found can raise quite a few different
            # errors depending on the configuration
            self.global_config['num_nvidia_gpus'] = 0


[docs]    def make_dirs(self):
        """
        This method creates the directory that put all artefacts of toolkit
        """

        # Get absolute path of the save directory
        self.global_config['save_dir'] = os.path.abspath(
            os.path.expanduser(os.path.expandvars(self.global_config['save_dir']))
        )

        # Create save_dir if not already there
        try:
            os.makedirs(self.global_config['save_dir'], exist_ok=False)
        except FileExistsError:
            pass


[docs]    def create_config(self):
        """
        Entry point of teh class
        """

        # Add aux parameters to global_config
        self.populate_config()

        # Check if GPUs are there on nodes
        self.check_gpus()

        # Make head directory to place all metric data
        self.make_dirs()

        return self.global_config






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.df.__init__

""""This package contains modules related to creating dataframe"""

import os
import sys
import logging
import pandas

from perfmon.schemas.df import metric_header_names
from perfmon.schemas.df import perfcounters_header_names
from perfmon.schemas.df import ib_metric_header_names
from perfmon.schemas.df import nv_gpu_metric_header_names
from perfmon.common.utils.json_wrappers import load_json
from perfmon.common.utils.utilities import get_value
from perfmon.exceptions import MetricGroupNotImplementedError

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301,W0621


[docs]class CreateDataFrame(object):
    """This class contains all methods to create a dataframe from JSON data"""

    def __init__(self, metric, config):
        """Initialise setup"""

        self.config = config.copy()
        self.metric = metric

[docs]    def initialise_header_names(self):
        """This method initialises the names of headers for each metric"""

        # Header names of each monitored metric
        if self.metric == 'cpu_metrics':
            self.metric_header_names = metric_header_names
        elif self.metric == 'nv_gpu_metrics':
            self.metric_header_names = nv_gpu_metric_header_names
        # Add perf event headers. We cannot have a homogenous headers as perf
        # events vary with different architectures and vendors. We use same
        # name for the header as the event name
        elif self.metric == 'perf_metrics':
            try:
                perf_events = load_json(self.config['perf_event_file'])
                self.metric_header_names = {
                    **perfcounters_header_names,
                    'L2': {key: key for key in perf_events['L2'].keys()},
                    'L2cache': {key: key for key in perf_events['L2cache'].keys()},
                    'L3': {key: key for key in perf_events['L3'].keys()},
                    'L3cache': {key: key for key in perf_events['L3cache'].keys()},
                    'FLOPS_SP': {key: key for key in perf_events['FLOPS_SP'].keys()},
                    'FLOPS_DP': {key: key for key in perf_events['FLOPS_DP'].keys()},
                }
            except FileNotFoundError:
                pass
        else:
            raise MetricGroupNotImplementedError(
                "Metric group %s not " "implemented" % self.metric
            )


[docs]    def check_non_default_metrics(self, content):
        """Check for non default metrics"""

        # Memory bandwidth metrics
        if get_value(content, 'memory_bw'):
            self.metric_header_names = {
                **self.metric_header_names,
                'memory_bw': 'Memory (read) bandwidth [MiB/s]',
            }

        # IB metrics
        if get_value(content, 'port_xmit_data'):
            self.metric_header_names = {
                **self.metric_header_names,
                **ib_metric_header_names,
            }

        # RAPL metrics - package, DRAM, core, uncore
        # we check if metrics available for upto 8 sockets
        rapl_metric_headers = {}
        for domain in ['package', 'dram', 'core', 'uncore']:
            for socket in range(8):
                metric_name = '-'.join([domain, str(socket)])
                if get_value(content, metric_name):
                    rapl_metric_headers[metric_name] = f'RAPL {domain} {socket} [uJ]'

        if rapl_metric_headers:
            self.metric_header_names = {
                **self.metric_header_names,
                'rapl_powercap': rapl_metric_headers,
            }


[docs]    def create_dataframe(self, content):
        """This method creates and returns dataframe from the metric data"""

        def truncate_metric_data(data):
            host_metric = data
            if len(data) < host_entries:
                host_metric += [float('nan') for _ in range(host_entries - len(data))]
            elif len(data) > host_entries:
                host_metric = [data[t] for t in range(host_entries)]

            return host_metric

        def append_data_to_list(header, data):
            header_names.append(header) if header not in header_names else None
            for i, j in enumerate(range(start_index, start_index + host_entries)):
                if header == 'Host':
                    df_data[j].append(host)
                else:
                    df_data[j].append(data[i])

        # Add non default metrics to metric header names if available
        self.check_non_default_metrics(content)

        # List of header names
        header_names = []

        # Number of entries for each metric. This is sum of all host time stamps
        num_entries = sum(
            [len(content[host]['time_stamps']) for host in content['host_names']]
        )

        # Initialise data frame data
        # We add one line for a given host and time stamp. All host metrics
        # are added serially
        df_data = [[] for _ in range(num_entries)]

        # Make list of lists to create a dataframe. Column host will be used
        # to group the metrics from each host
        start_index = 0
        for host in content['host_names']:
            host_entries = len(content[host]['time_stamps'])
            # num_entries = start_index + host_entries
            for metric, header in self.metric_header_names.items():
                try:
                    host_metric = content[host][metric]
                    if isinstance(header, str):
                        data = truncate_metric_data(host_metric)
                        append_data_to_list(header, data)
                    elif isinstance(header, dict):
                        for sub_metric, sub_header in header.items():
                            data = truncate_metric_data(host_metric[sub_metric])
                            append_data_to_list(sub_header, data)
                except KeyError:
                    if header == 'Host':
                        append_data_to_list(header, [])
                    else:
                        pass
            start_index += host_entries

        # Create data frame
        return pandas.DataFrame(df_data, columns=header_names)


[docs]    def go(self):
        """Entry point to the class"""

        _log.info('Creating dataframe from %s data...' % self.metric)

        # Setup names of the metric headers
        self.initialise_header_names()

        # Load metrics data
        content = load_json(
            os.path.join(self.config['data_dir'], self.metric + '.json')
        )

        # If all monitor jobs on all nodes failed to monitor metrics we skip exporting
        if content['host_names']:
            return self.create_dataframe(content)
        else:
            _log.warning(
                'No %s data found. Skipping creating dataframe, '
                'and exporting to excel and databases' % self.metric
            )
            return pandas.DataFrame()




if __name__ == '__main__':

    import pathlib

    project_root = pathlib.Path(__file__).parent.parent.parent.parent

    config = {}
    config['data_dir'] = os.getcwd()
    config['perf_event_file'] = os.path.join(
        os.getcwd(), '.perf_event_list.json'
    )

    create_df = CreateDataFrame('perf_metrics', config)
    df = create_df.go()
    dd = 1
    # df.to_csv('perf_metrics.csv', index=False)




            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.export.__init__

""""This package contains classes to export metric data"""

import time
import logging

from perfmon.common.export.export import data_exporter
from perfmon.common.utils.locks import FileLock

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301,W0621


[docs]class ExportData(object):
    """This class contains all methods to export dataframe into different
    data store types"""

    def __init__(self, config, df_dict):
        """Initialise setup"""

        self.config = config.copy()
        self.df_dict = df_dict

[docs]    def get_lock_file(self):
        """Get the lock file to update database exports"""

        _log.info('Waiting for the lock file to lock DB')

        # Name of the lock file. Prepending with '.' to make it hidden
        self.config['db_lock_file'] = '.db_file'

        self.fl = FileLock(self.config['db_lock_file'], timeout=10)
        while self.fl.lock_exists():
            time.sleep(1)

        _log.info('Acquired lock file to lock DB')
        self.fl.acquire()


[docs]    def release_lock(self):
        """Releases lock file"""

        _log.info('Releasing DB lock file')
        self.fl.release()


[docs]    def go(self):
        """Entry point to the class"""

        _log.info('Exporting data to file format requested...')

        # Acquire lock to update sheet. Multiple jobs might try to update sheet at the same time.
        # We need to handle this race condition by file locks
        self.get_lock_file()

        # Create a pandas dataframe and save the dataframe into several file formats
        for export_type in self.config['export']:
            data_exporter(export_type, self.config, self.df_dict)

        # Once we finish updating the sheet, release lock file
        self.release_lock()




if __name__ == '__main__':

    import pathlib

    # Get project root directory
    project_root = pathlib.Path(__file__).parent.parent.parent.parent

    # Set GCP service account key file env variable
    config = {
        'excel_file': 'metrics.xlsx',
        'job_id': 1,
        'db_file': 'metrics.db',
        'h5_file': 'metrics.h5',
        'export': ['excel', 'sql', 'hdf5'],
    }

    df_1 = pandas.DataFrame({'A': [1, 2, 3], 'B': [4, 5, 6]}, index=['a', 'b', 'c'])
    df_2 = pandas.Series([1, 2, 3, 4])

    df_dict = {
        'cpu_metrics': df_1,
        'perf_metrics': df_2,
    }

    export_data = ExportData(config=config, df_dict=df_dict)
    export_data.go()




            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.logging.__init__

"""This file contains initialisation functions for logging"""

import os
import sys
import logging
import socket

# pylint: disable=E0401,W0201,C0301


[docs]class HostnameFilter(logging.Filter):
    hostname = socket.gethostname()

[docs]    def filter(self, record):
        record.hostname = HostnameFilter.hostname
        return True




[docs]def logger_config(global_config):
    """
    shortcut method for initializing logging

    Args:
        global_config (dict): Dict containing all the configuration info

    Returns:
        logger object: Logger initiated based on config passed
    """

    # Enable logging
    logger = logging.getLogger()

    # Configure logging
    # Log verbosity
    if global_config['verbose']:
        log_level = logging.DEBUG
        log_file = f"ska_sdp_monitoring_metrics_{global_config['host_name']}.log"
    else:
        log_level = logging.INFO
        log_file = 'ska_sdp_monitoring_metrics.log'

    # Set log level
    logger.setLevel(log_level)

    # Log format
    log_formatter = logging.Formatter(
        '%(asctime)s | %(levelname)s | %(hostname)s | %(name)s:%(funcName)s '
        '| %(lineno)d | %(message)s',
        datefmt='%Y-%m-%d %H:%M:%S',
    )

    # Handler to write logs to stdout
    stream_handler = logging.StreamHandler(sys.stdout)
    stream_handler.addFilter(HostnameFilter())
    stream_handler.setFormatter(log_formatter)
    stream_handler.setLevel(log_level)

    # Handler to write logs to file
    LOG_PATH = os.path.join(global_config['save_dir'], log_file)
    file_handler = logging.FileHandler(LOG_PATH)
    file_handler.addFilter(HostnameFilter())
    file_handler.setFormatter(log_formatter)
    file_handler.setLevel(log_level)

    # Select loggers
    logger.addHandler(file_handler)
    # logger.addHandler(stream_handler)

    return logger





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.perf.__init__

"""This module contains functions that are related to perf stat metrics"""

import re
import logging
import yaml


try:
    import importlib.resources as pkg_resources
except ImportError:
    import importlib_resources as pkg_resources

from perfmon import perfevents
from perfmon.common.processor import get_cpu_spec
from perfmon.common.utils.execute_cmd import execute_cmd
from perfmon.common.utils.parsing import get_parser
from perfmon.exceptions import PerfEventListNotFoundError

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_mem_bw_event():
    """
    This function returns the perf event to get memory bandwidth

    Returns:
        str: A string to get memory bandwidth for perf stat command
    """

    # Get vendor name and micro architecture
    vendor_name, micro_architecture = get_cpu_spec()

    # Get perf event
    perf_event = llc_cache_miss_perf_event(vendor_name, micro_architecture)

    return perf_event



[docs]def llc_cache_miss_perf_event(processor_vendor, micro_architecture):
    """
    This function gives the event code and umask for LLC cache miss event for different
    architectures

    Args:
        processor_vendor (str): Vendor of the processor
        micro_architecture (str): Name of the micro architecture of the processor
    Returns:
        str: String containing event code and umask
    Raises:
        ProcessorVendorNotFoundError: An error occurred while looking for processor vendor.
    """

    # Here we will measure the "read" bandwidth from LLC to DRAM using offcore requests. They
    # measure core originated requests. Thus they cannot provide any "write" requests
    # More info can be found on this SOF thread: https://stackoverflow.com/questions/47612854/
    # can-the-intel-performance-monitor-counters-be-used-to-measure-memory-bandwidth/47816066
    # There is nice piece of work from these guys: https://www.readex.eu/wp-content/uploads/2017/06/
    # ICPE2017_authors_version.pdf
    # There are two events OFFCORE_RESPONSE_0 and OFFCORE_RESPONSE_1. We can use them to measure
    # two events simultaneoulsy. Here we measure L3_MISS_LOCAL_DRAM with OFFCORE_RESPONSE_0 and
    # L3_MISS_REMOTE_DRAM with OFFCORE_RESPONSE_1
    # These events are obtained using libpmf4 for different Intel micro architectures.
    # Still need some research for AMD processors.
    # Another method is to look at uncore cas_count_read/write events. Typically, they need root
    # access to measure them.
    # I will use the OFFCORE_RESPONSES for the time being and I need to stop digging into these
    # rabbit hole details.
    if processor_vendor == 'GenuineIntel':
        # These are for OFFCORE responses
        if micro_architecture in ['broadwell']:
            llc_miss_event = (
                'cpu/config=0x5301b7,config1=0x3f84008fff,name=LLC_MISS_LOCAL/u,'
                'cpu/config=0x5301bb,config1=0x3fb8008fff,name=LLC_MISS_REMOTE/u'
            )
        elif micro_architecture in ['skylake', 'skylake_avx512']:
            llc_miss_event = (
                'cpu/config=0x5301b7,config1=0x3f840085b7,name=LLC_MISS_LOCAL/u,'
                'cpu/config=0x5301bb,config1=0x3f900085b7,name=LLC_MISS_REMOTE/u'
            )
        elif micro_architecture in ['haswell']:
            llc_miss_event = (
                'cpu/config=0x5301b7,config1=0x3f80408fff,name=LLC_MISS_LOCAL/u,'
                'cpu/config=0x5301bb,config1=0x3fb8008fff,name=LLC_MISS_REMOTE/u'
            )
        elif micro_architecture in ['sandybridge']:
            llc_miss_event = (
                'cpu/config=0x5301b7,config1=0x3f80408fff,name=LLC_MISS_LOCAL/u,'
                'cpu/config=0x5301bb,config1=0x3fff808fff,name=LLC_MISS_REMOTE/u'
            )
        elif micro_architecture in ['westmere']:
            llc_miss_event = (
                'cpu/config=0x5301b7,config1=0x10ff,name=LLC_MISS_LOCAL/u,'
                'cpu/config=0x5301bb,config1=0x20ff,name=LLC_MISS_REMOTE/u'
            )
        else:
            _log.warning('LLC miss event not found')
            llc_miss_event = ''
        # if micro_architecture in ['Nehalem', 'Westmere']:
        #     llc_miss_event = 'cpu/event=0x09,umask=0x03,name=LLC-load-misses/u'
        # elif micro_architecture in ['IvyBridge', 'Haswell', 'Broadwell', 'SkyLake']:
        #     llc_miss_event = 'cpu/event=0xD1,umask=0x20,name=LLC-load-misses/u'
        # else:
        #     llc_miss_event = 'LLC-load-misses'
    elif processor_vendor == 'AuthenticAMD':
        # if micro_architecture in ['Zen2', 'Zen+', 'Zen']:
        #     llc_miss_event = 'cpu/event=0x06,umask=0x01,name=LLC-load-misses/u'
        # elif micro_architecture in ['Zen3']:
        #     llc_miss_event = 'cpu/event=0x04,umask=0x01,name=LLC-load-misses/u'
        # else:
        #     llc_miss_event = ''
        # On AMD we dont have OFFCORE_RESPONSE events and available events are uncore and they
        # need root access
        llc_miss_event = ''
        _log.warning('LLC miss event not implemented for AMD chips')
    else:
        llc_miss_event = ''
        _log.warning('LLC miss event not found for %s processor' % processor_vendor)

    return llc_miss_event



[docs]def get_working_perf_events():
    """
    This function checks the micro architecture type and returns available perf events. Raises an
    exception if micro architecture is not implemented

    Returns:
        dict: Perf events with event name
        dict: Derived perf metrics from event counters
    Raises:
        PerfEventsNotFoundError: An error occurred while looking for perf events
    """

    # Get vendor name and micro architecture
    _, micro_architecture = get_cpu_spec()

    try:
        # Get perf events
        perf_events = perf_event_list(micro_architecture)

        # Check if all events are gettable
        perf_events = check_perf_events(perf_events)

        # Get the derived perf events
        perf_events, derived_perf_metrics = derived_perf_event_list(perf_events)
    except PerfEventListNotFoundError:
        perf_events = {}
        derived_perf_metrics = {}
        _log.error('Perf event list not found')

    return perf_events, derived_perf_metrics



[docs]def check_perf_events(perf_events):
    """
    This function check if all perf groups are actually working. We will only probe the working
    counters during monitoring

    Args:
        perf_events (dict): A dict of found perf events
    Returns:
         dict: A dict of working perf events
    """
    for group, event_list in perf_events.items():
        if group not in ['hardware_events', 'software_events']:
            final_event_list = event_list.copy()
            cmd_str = 'perf stat -e {} sleep 0.1'.format(
                ','.join(event_list['events'])
            )
            cmd_out = execute_cmd(cmd_str)
            parse_perf_out = get_parser(cmd_out, reg='perf')
            for event_code in event_list['events']:
                event_name = re.match(r'(.*),name=(.*)/u', event_code).group(2)
                try:
                    _ = int(parse_perf_out(event_name).rstrip().replace(',', ''))
                except ValueError:
                    final_event_list['events'].pop(event_code)

            perf_events[group] = final_event_list

    return perf_events



[docs]def perf_event_list(micro_architecture):
    """
    This function returns list of perf events implemented for a given processor and micro
    architecture

    Args:
        micro_architecture (str): Name of the micro architecture
    Returns:
        dict: A dict with name and event code of perf events
    Raises:
        PerfEventListNotFoundError: If perf events yml file is not found
    """

    perf_event_file = f'{micro_architecture}.yml'

    # Load perf event list file
    try:
        with pkg_resources.path(perfevents, perf_event_file) as evnt_file:
            with open(evnt_file, 'r') as yam:
                perf_event_dict = yaml.full_load(yam)
    except Exception:
        raise PerfEventListNotFoundError(
            'Perf event list for {} not found'.format(micro_architecture)
        )

    return perf_event_dict



[docs]def derived_perf_event_list(perf_events):
    """
    This function returns list of perf events implemented for a given processor and micro
    architecture

    Args:
        perf_events (dict): Dictionary of perf events
    Returns:
        dict: A dict with name and event code of perf events
        dict: A dict with derived perf metrics and its formula
    """

    found_perf_events = {}
    derived_perf_metrics = {}
    for group, event_dict in perf_events.items():
        found_perf_events[group] = {}
        for event in event_dict['events']:
            if group in ['hardware_events', 'software_events']:
                get_name = event
            else:
                get_name = re.search(
                    r'cpu/event=(.*),umask=(.*),name=(.*)/u', event
                ).group(3)
            found_perf_events[group][get_name] = event
        if 'formulae' in event_dict.keys():
            derived_perf_metrics[group] = event_dict['formulae']

    return found_perf_events, derived_perf_metrics





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.pid.__init__

"""This module contains class for detecting process PIDs for various schedulers"""

import os
import logging

from perfmon.common.pid.pid import find_job_pid

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class GetJobPid(object):
    """Class to get the main job PID for different workload managers. Currently SLURM, PBS and OAR
    schedulers are supported
    """

    def __init__(self, config):

        self.config = config.copy()

        # Initiliase scheduler config dict
        self.scheduler = {}

        # Get username
        self.scheduler['user_name'] = os.environ['USER']
        # Get PID of the current script
        self.scheduler['current_pid'] = os.getpid()
        # Get scheduler name
        self.scheduler['name'] = config['scheduler']
        # Get job ID
        self.scheduler['job_id'] = config['job_id']
        # Get current node's hostname
        self.scheduler['node_name'] = config['node_name']
        # Get SLURM submit node
        self.scheduler['master_node'] = config['master_node']
        # Get launcher type
        self.scheduler['launcher'] = config['launcher']
        # Get script name
        self.scheduler['script_names'] = [
            config['script_name'],
            'python',
            'python3',
            'coverage',
        ]

        # define timeout (sec)
        self.scheduler['timeout'] = 5
        # define maximum try outs (sec)
        self.scheduler['max_retries'] = 5

[docs]    def go(self):
        """This is driver method to find job PID"""

        # Try to find PID from scheduler specific implementation
        pid = find_job_pid(self.scheduler['name'].lower(), self.scheduler)

        # If not found, fallback to naive method
        if pid is None:
            pid = find_job_pid('naive', self.scheduler)

        return pid






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.plots.__init__

""""This package contains functions to plot gathered metrics"""

import os
import datetime
import logging
import warnings
import matplotlib.pyplot
import pandas

from perfmon.schemas.plots import base_metric_labels
from perfmon.schemas.plots import ib_metric_labels
from perfmon.schemas.plots import mem_bw_metric_label
from perfmon.schemas.plots import engy_package_metric_label
from perfmon.schemas.plots import engy_dram_metric_label
from perfmon.schemas.plots import engy_core_metric_label
from perfmon.schemas.plots import engy_uncore_metric_label

logging.getLogger('matplotlib').setLevel(logging.WARNING)

_log = logging.getLogger(__name__)

# Generate colors for plots
COLORS = matplotlib.pyplot.rcParams['axes.prop_cycle'].by_key()['color']

# Centimeters to inches conversion factor
CM2INCH = 1 / 2.54

# DPI resolution for the plots
DPI = 200

# matplotlib line styles
LINESTYLES = ['-', '--', '-.', ':']

# matplotlib global parameters
PARAMS = {
    'lines.markersize': 3,
    'legend.fontsize': 5,
    'axes.labelsize': 7,
    'axes.titlesize': 7,
    'xtick.labelsize': 6,
    'ytick.labelsize': 6,
}
matplotlib.pyplot.rcParams.update(PARAMS)

# Ignore userwarnings from matplotlib, pandas
warnings.filterwarnings("ignore", category=UserWarning)
warnings.filterwarnings("ignore", category=RuntimeWarning)

# pylint: disable=E0401,W0201,C0301,W0621


[docs]class GenPlots(object):
    """This class contains all plotting methods (Only for CPU metrics)"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config, df_dict):
        """Initialize setup"""

        # Config dict
        self.config = config.copy()

        # Dataframes dict
        self.df_dict = df_dict

        # Metrics to plot and their parameters
        self.metric_labels = base_metric_labels

[docs]    def check_non_default_metrics(self, df):
        """Check if IB, mem. bandwidth and RAPL metrics are available in collected metrics"""

        # IB metrics
        if 'IB recv data [bytes]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **ib_metric_labels,
            }

        # Memory bandwidth metrics
        if 'Memory (read) bandwidth [MiB/s]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **mem_bw_metric_label,
            }

        # RAPL metrics - package
        if 'RAPL package 0 [uJ]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **engy_package_metric_label,
            }

        # RAPL metrics - DRAM
        if 'RAPL dram 0 [uJ]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **engy_dram_metric_label,
            }

        # RAPL metrics - Core
        if 'RAPL core 0 [uJ]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **engy_core_metric_label,
            }

        # RAPL metrics - Uncore
        if 'RAPL uncore 0 [uJ]' in df.columns:
            self.metric_labels = {
                **self.metric_labels,
                **engy_uncore_metric_label,
            }


[docs]    @staticmethod
    def convert_ts_datetime(df):
        """Convert timestamps in df to datetime format"""
        df['Datetime'] = df['Timestamps'].apply(
            lambda x: datetime.datetime.fromtimestamp(x).strftime('%m/%d/%Y\n %H:%M:%S')
        )
        return df


[docs]    def apply_plot_settings(self, plot_type, metric_att, mean_max, ax):
        """This method applies the common settings to the plots"""

        # Set x axis name
        ax.set_xlabel('Time')

        # Set y axis name
        ax.set_ylabel(' '.join([metric_att['name'], f"[{metric_att['units']}]"]))

        # Plot log scale on y axis for bytes and packets
        if metric_att['log_scale']:
            ax.set_yscale('log', base=10)

        # Add total, mean, max information to the title of the plot
        ax.set_title(
            f"Average {metric_att['name']}/Node: {mean_max[0]:.3f} "
            f"{metric_att['units']}, Max {0}/Node: {mean_max[1]:.3f} "
            f"{metric_att['units']}",
            weight='bold',
        )

        # Place legend at upper right corner
        matplotlib.pyplot.legend(loc='upper right')
        # Add major and minor grid lines
        matplotlib.pyplot.grid(visible=True, which='both', axis='both')
        # Choose tight layout
        matplotlib.pyplot.tight_layout()

        # Save figure to png if plot_dir is found
        if 'plot_dir' in self.config.keys():
            fig_path = os.path.join(
                self.config['plot_dir'], metric_att['name'].replace(' ', '_') + plot_type + '.png'
            )
            matplotlib.pyplot.savefig(fig_path, dpi=DPI)
            matplotlib.pyplot.close()


[docs]    @staticmethod
    def get_global_mean_max(mean_max_all):
        """Get global mean max of metric from host data"""
        return [
            sum(i[0] for i in mean_max_all) / len(mean_max_all),
            max(i[1] for i in mean_max_all),
        ]


[docs]    @staticmethod
    def replace_neg_values(df):
        """Replace negative values in df to preceding positive values"""
        return df.mask(df.lt(0)).ffill().fillna(0).convert_dtypes()


[docs]    def plotting_engine(self, host_name, metric, metric_att, ax, data):
        """Main engine to create plots"""

        def convert_data_and_plot(t_metric, n_metric, df):
            # Unit conversion of metric e.g. bytes to MiB
            df[t_metric] = df[t_metric].div(metric_att['unit_conversion'])
            # Convert to rate
            if metric_att['convert_to_rate']:
                df[n_metric] = df[t_metric].diff() / sampling_intervals
            else:
                n_metric = t_metric
            # Replace negative metrics values to preceding positive values
            df[n_metric] = self.replace_neg_values(df[n_metric])
            # Plot metric on given axis
            df.plot(ax=ax, x='Datetime', y=n_metric, style=['o-'], label=host_name)
            return n_metric, [df[n_metric].mean(), df[n_metric].max()], data

        # Get sampling intervals for each host
        sampling_intervals = data['Timestamps'].diff()
        # Create a new metric
        new_metric = ' '.join([metric_att['name'], metric_att['units']])
        # For energy metrics multiple packages are involved. We are
        # checking for 8 packages for each device
        if metric_att['cat'] in ['Energy']:
            mean_max_all = []
            # We aggregate all packages readings here
            total_metric = metric_att['name']
            for d in range(8):
                # Create a new sub metric for a given package and device
                test_metric = f'{metric} {d} [uJ]'
                # Check if package is there in data
                if test_metric in data.columns:
                    # Make necessary conversions and plot on axis handler
                    new_metric, mean_max, data = convert_data_and_plot(
                        test_metric, new_metric, data
                    )
                    if total_metric in data.columns:
                        data[total_metric] += data[new_metric]
                    else:
                        data[total_metric] = data[new_metric]
                    # Append mean_max of package to global mean_max_all
                    mean_max_all.append(mean_max)
            # We rename the column to original metric name and drop the
            # intermediate column
            data[new_metric] = data[total_metric]
            data.drop(columns=[total_metric])
            # Get global mean and max values of all packages
            mean_max = self.get_global_mean_max(mean_max_all)
        else:
            new_metric, mean_max, data = convert_data_and_plot(metric, new_metric, data)

        return new_metric, mean_max, data


[docs]    def combined_plotting_engine(self, metric, metric_att, comb_ts_df, comb_metric_df):
        """Plotting engine for combined metrics"""

        # Concat time stamps from all hosts
        df_ts_concat = pandas.concat(comb_ts_df, axis=1, ignore_index=True)
        # Concat df from all hosts
        df_concat = pandas.concat(comb_metric_df, axis=1, ignore_index=True)

        # Depending on type of aggregating either sum or take mean of all
        # hosts data
        if metric_att['comb'] == 'Total':
            final_df = pandas.concat([df_ts_concat.mean(axis=1), df_concat.sum(axis=1)], axis=1)
        elif metric_att['comb'] == 'Average':
            final_df = pandas.concat([df_ts_concat.mean(axis=1), df_concat.mean(axis=1)], axis=1)

        # Rename columns of df
        final_df.columns = ['Timestamps', metric]
        # Add datetime string to df
        final_df = self.convert_ts_datetime(final_df)
        # Replace negative metrics values to preceding positive values
        final_df[metric] = self.replace_neg_values(final_df[metric])

        # Add aggregation type as prefix to metric name
        metric_att['name'] = ' '.join([metric_att['comb'], metric_att['name']])

        # Initialise figure and axis
        _, ax = matplotlib.pyplot.subplots(figsize=(18 * CM2INCH, metric_att['size'] * CM2INCH))

        # Plot data
        final_df.plot(ax=ax, x='Datetime', y=metric, style=['o-'])
        # Get mean max of entire data
        mean_max = [final_df[metric].mean(), final_df[metric].max()]
        # Apply plot settings for all nodes plots
        self.apply_plot_settings('_all_nodes', metric_att, mean_max, ax)


[docs]    def make_plots(self, df):
        """This method plots both per host and combined metrics"""

        for metric, metric_att in self.metric_labels.items():

            # Init matplotlib axis
            _, ax = matplotlib.pyplot.subplots(figsize=(18 * CM2INCH, metric_att['size'] * CM2INCH))

            # Initialise empty list for timestamp df
            comb_ts_df = []
            # Initialise empty list for concatenated df
            comb_metric_df = []
            # Mean max of all nodes
            mean_max_all = []
            for host_name, data in df.groupby('Host'):
                new_metric, mean_max, data = self.plotting_engine(
                    host_name, metric, metric_att, ax, data
                )
                comb_metric_df.append(data[new_metric].reset_index(drop=True))
                comb_ts_df.append(data['Timestamps'].reset_index(drop=True))
                mean_max_all.append(mean_max)

            # Get global mean max of metric
            mean_max = self.get_global_mean_max(mean_max_all)

            # Apply plot settings for per host plots
            self.apply_plot_settings('_per_node', metric_att, mean_max, ax)

            # Plot combined metric
            self.combined_plotting_engine(new_metric, metric_att, comb_ts_df, comb_metric_df)


[docs]    def plot_metric_data(self, df):
        """Make plots for the cpu metric data"""

        # Check the availability of IB, memory bandwidth and RAPL metrics
        # and add to metric label dict
        self.check_non_default_metrics(df)

        # Convert timestamps to datetime format
        df = self.convert_ts_datetime(df)

        # Plot metrics
        self.make_plots(df)


[docs]    def go(self):
        """Entry point for plotting"""

        _log.info('Making plots...')

        # Load CPU metrics data
        df = self.df_dict['cpu_metrics']

        if not df.empty:
            self.plot_metric_data(df)
            _log.info('Plots generated')
        else:
            _log.warning('No data found. Skipping plots generation')




if __name__ == '__main__':

    import pathlib

    # Get project root directory
    project_root = pathlib.Path(__file__).parent.parent.parent.parent

    # Set GCP service account key file env variable
    config = {
        'plot_dir': os.getcwd(),
    }

    df_dict = {
        'cpu_metrics': pandas.read_hdf('metrics.h5', 'cpu_metrics_3072'),
        'perf_metrics': pandas.read_hdf('metrics.h5', 'perf_metrics_3072'),
    }

    make_plots = GenPlots(config=config, df_dict=df_dict)
    make_plots.go()




            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.processor.__init__

"""This module contains functions related to processor specific info"""

import logging
import archspec.cpu

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_cpu_spec():
    """
    This function extracts the vendor and cpu architectures using ``archspec`` module

    Returns:
        str: Name of the vendor
        str: Micro architecture
    """

    # First get processor vendor and model details
    vendor_name = archspec.cpu.detect.host().vendor

    # Get micro architecture name
    micro_architecture = archspec.cpu.detect.host().name

    return vendor_name, micro_architecture





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.report.__init__

"""This module contains class to generate job report"""

import os
import logging

from perfmon.common.utils.json_wrappers import load_json
from perfmon.common.utils.pdf import PDF

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class GenReport(object):
    """This class does all the post monitoring steps like making plots and generating reports"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config):
        """Initialize setup"""

        self.config = config.copy()

        # Initialise plot related parameters
        self.initialise_plot_per_page()

[docs]    def initialise_plot_per_page(self):
        """Initialises plot related parameters"""

        # Define plots per page
        self.plots_per_page = [
            [
                'Average_CPU_Load_all_nodes.png',
                'Average_Memory_all_nodes.png',
                'Average_Memory_Bandwidth_(Read)_all_nodes.png',
            ],
            [
                'Total_Output_Traffic_all_nodes.png',
                'Total_Input_Traffic_all_nodes.png',
                'Total_Packets_Output_all_nodes.png',
                'Total_Packets_Input_all_nodes.png',
            ],
            [
                'Total_Interconnect_Output_Traffic_all_nodes.png',
                'Total_Interconnect_Input_Traffic_all_nodes.png',
                'Total_Interconnect_Packets_Output_all_nodes.png',
                'Total_Interconnect_Packets_Input_all_nodes.png',
            ],
            [
                'Total_RAPL_Package_Power_all_nodes.png',
                'Total_RAPL_DRAM_Power_all_nodes.png',
                'Total_RAPL_Core_Power_all_nodes.png',
                'Total_RAPL_Uncore_Power_all_nodes.png',
            ],
            [
                'CPU_Load_per_node.png',
                'Memory_per_node.png',
                'Memory_Bandwidth_(Read)_per_node.png',
            ],
            [
                'Output_Traffic_per_node.png',
                'Input_Traffic_per_node.png',
                'Packets_Output_per_node.png',
                'Packets_Input_per_node.png',
            ],
            [
                'Interconnect_Output_Traffic_per_node.png',
                'Interconnect_Input_Traffic_per_node.png',
                'Interconnect_Packets_Output_per_node.png',
                'Interconnect_Packets_Input_per_node.png',
            ],
            [
                'RAPL_Package_Power_per_node.png',
                'RAPL_DRAM_Power_per_node.png',
                'RAPL_Core_Power_per_node.png',
                'RAPL_Uncore_Power_per_node.png',
            ],
        ]


[docs]    def create_job_report(self, content):
        """Create a job report using FPDF module"""

        # Number of nodes in the job
        num_nodes = len(content['host_names'])
        # Get username of the job
        user_name = os.environ['USER']

        # Add them to the config file
        self.config['user'] = user_name
        self.config['num_nodes'] = num_nodes

        # Initiate the class
        pdf = PDF(self.config)

        # Add each page to pdf
        for elem in self.plots_per_page:
            image_list = []
            for image in elem:
                image_path = os.path.join(self.config['plot_dir'], image)
                if os.path.isfile(image_path):
                    image_list.append(image_path)
            pdf.print_page(image_list)

        # Finally save pdf
        pdf.output(self.config['report_path'], 'F')


[docs]    def go(self):
        """Entry point for creating report"""

        _log.info('Creating job report...')

        # Load CPU metric data
        content = load_json(os.path.join(self.config['data_dir'], 'cpu_metrics.json'))

        if content['host_names']:
            self.create_job_report(content)
            _log.info('Job report generated')
        else:
            _log.warning('No metric data found. Skipping job report generation.')






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.devices

"""Utility functions related to devices on the platform"""

import os
import re
import logging

from perfmon.common.utils.execute_cmd import execute_cmd
from perfmon.common.utils.parsing import get_parser

_log = logging.getLogger(__name__)

# Infiniband metrics API directory
IB_API_DIR = '/sys/class/infiniband'

# RAPL powercap API directory
RAPL_API_DIR = '/sys/class/powercap/intel-rapl'

# Maximum number of RAPL domains
# cores, gpu, pkg, ram, psys
NUM_RAPL_DOMAINS = 5

# pylint: disable=E0401,W0201,C0301


[docs]def ibstat_ports():
    """This function returns Infiniband ports if present

    Returns:
        dict: A dict with IB port names and numbers
    """

    # A dict with port name as key and port number as value
    ports = {}
    # Execute ibstat command to get IB ports
    ibstat = execute_cmd('ibstat')
    if ibstat != 'not_available':
        # If command fails, execute_cmd returns not_available
        ibstat = ibstat.splitlines()
        for index, line in enumerate(ibstat):
            line = line.strip()
            # Get port name
            match = re.match(r"CA '(.*)'", line)
            if match:
                name = match.group(1)
                # Get port number
                number = re.match(r'Port ([0-9]+)\:', ibstat[index + 7].strip()).group(1)
                state = ibstat[index + 8].split(':')[1].strip()
                # Check the state of the port
                port_state = re.match(r'Active', state)
                if port_state:
                    ports[name] = number

    # If IB drivers are not installed (for example Omnipath), we can directly check the
    # IB API directory
    if ibstat == 'not_available' and os.path.exists(IB_API_DIR):
        for name in os.listdir(IB_API_DIR):
            number = os.listdir(os.path.join(IB_API_DIR, name, 'ports'))[0]
            ports[name] = str(number)

    _log.debug('Infiniband ports detected are %s', ','.join(ports.keys()))

    return ports



[docs]def get_rapl_devices():
    """This function gets all the packages, core, uncore and dram device available within RAPL
    powercap interface

    Returns:
        dict: A dict with package names and paths
    """

    # Get output from lscpu command
    cmd_out = execute_cmd('lscpu')
    # Get parser function
    parse_lscpu = get_parser(cmd_out)

    # Get number of sockets present in the processor
    num_sockets = int(parse_lscpu(r'Socket\(s\)'))

    # Dict with package and domain names and paths
    rapl_domains = {}

    # Check available devices for each socket
    for i_soc in range(num_sockets):
        package_path = os.path.join(RAPL_API_DIR, 'intel-rapl:{}'.format(i_soc))
        if os.path.exists(package_path):
            with open(os.path.join(package_path, 'name'), 'r') as pkg_name:
                package_name = pkg_name.readline().rstrip('\n')
            package_num = re.search(r'package-([0-9]+)', package_name).group(1)
            package_energy_path = os.path.join(package_path, 'energy_uj')
            rapl_domains[package_name] = package_energy_path
            for i_dom in range(NUM_RAPL_DOMAINS):
                domain_path = os.path.join(package_path, 'intel-rapl:{}:{}'.format(i_soc, i_dom))
                if os.path.exists(domain_path):
                    with open(os.path.join(domain_path, 'name'), 'r') as dom_name:
                        domain_name = '-'.join([dom_name.readline().rstrip('\n'), package_num])

                    domain_energy_path = os.path.join(domain_path, 'energy_uj')
                    rapl_domains[domain_name] = domain_energy_path

    _log.debug('RAPL domains detected are %s', ','.join(rapl_domains.keys()))

    return rapl_domains





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.execute_cmd

"""Utility functions for command execution"""

import logging
import subprocess

from perfmon.exceptions import CommandExecutionFailed

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def execute_cmd(cmd_str, handle_exception=True):
    """Accept command string and returns output.

    Args:
        cmd_str (str): Command string to be executed
        handle_exception (bool): Handle exception manually. If set to false, raises an exception
                                 to the caller function
    Returns:
        str: Output of the command. If command execution fails, returns 'not_available'
    Raises:
        subprocess.CalledProcessError: An error occurred in execution of command iff
                                       handle_exception is set to False
    """

    # _log.debug("Executing command: %s", cmd_str)

    try:
        # Execute command
        cmd_out = subprocess.run(
            cmd_str, shell=True, stdout=subprocess.PIPE, stderr=subprocess.STDOUT, check=True
        )
        # Get stdout and stderr. We are piping stderr to stdout as well
        cmd_out = cmd_out.stdout.decode('utf-8').rstrip()
    except subprocess.CalledProcessError as err:
        # If handle_exception is True, return 'not_available'
        if handle_exception:
            cmd_out = 'not_available'
        else:
            # If handle_exception is False, raise an exception
            _log.warning('Execution of command %s failed', cmd_str)
            raise CommandExecutionFailed(
                'Execution of command \'{}\' command'.format(cmd_str)
            ) from err

    return cmd_out



[docs]def execute_cmd_pipe(cmd_str):
    """Accept command string and execute it using piping and returns process object.

    Args:
        cmd_str (str): Command string to be executed
    Returns:
        object: Process object
    """

    proc = subprocess.Popen(
        cmd_str,
        shell=True,
        stdout=subprocess.PIPE,
        stderr=subprocess.STDOUT,
        bufsize=-1,
        universal_newlines=True,
    )

    return proc





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.json_wrappers

"""Utility functions for manipulating json files"""

import os
import logging
import json

from perfmon.common.utils.utilities import merge_dicts

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def load_json(filename):
    """This function loads json file and return dict

    Args:
        filename (str): Name of the file to load
    Returns:
        dict: File contents as dict
    """

    with open(filename, 'r') as json_file:
        content = json.load(json_file)

    return content



[docs]def write_json(content, filename):
    """This function writes json content to a file

    Args:
        content (dict): Dict to write into JSON format
        filename (str): Name of the file to load
    """

    with open(filename, 'w') as json_file:
        json.dump(content, json_file, indent=4, sort_keys=True)



[docs]def dump_json(content, filename):
    """This function appends data to an existing json content. It creates a new file if no
    existing file found.

    Args:
        content (dict): Dict to write into JSON format
        filename (str): Name of the file to load
    """

    if os.path.isfile(filename):
        existing_data = load_json(filename)
        updated_dict = merge_dicts(existing_data, content)
    else:
        updated_dict = content

    write_json(updated_dict, filename)





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.locks

"""Class to lock files"""

import os
import errno
import sys
import time
import logging

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class FileLock(object):
    """A file locking mechanism that has context-manager support so
    you can use it in a ``with`` statement. This should be relatively cross
    compatible as it doesn't rely on ``msvcrt`` or ``fcntl`` for the locking.
    """

[docs]    class FileLockException(Exception):
        """Exception to the file lock object"""

        pass


    def __init__(self, protected_file_path, timeout=None, delay=1, lock_file_contents=None):
        """
        Prepare the file locker. Specify the file to lock and optionally
        the maximum timeout and the delay between each attempt to lock.
        """
        self.is_locked = False
        self.lockfile = protected_file_path + '.lock'
        self.timeout = timeout
        self.delay = delay
        self._lock_file_contents = lock_file_contents
        if self._lock_file_contents is None:
            self._lock_file_contents = 'Owning process args:\n'
            for arg in sys.argv:
                self._lock_file_contents += arg + '\n'

[docs]    def locked(self):
        """
        Returns True iff the file is owned by THIS FileLock instance.
        (Even if this returns false, the file could be owned by another FileLock instance,
        possibly in a different thread or process).
        """
        return self.is_locked


[docs]    def available(self):
        """
        Returns True iff the file is currently available to be locked.
        """
        return not os.path.exists(self.lockfile)


[docs]    def lock_exists(self):
        """
        Returns True iff the external lockfile exists.
        """
        return os.path.exists(self.lockfile)


[docs]    def acquire(self, blocking=True):
        """
        Acquire the lock, if possible. If the lock is in use, and `blocking` is False,
        return False. Otherwise, check again every `self.delay` seconds until it either gets the
        lock or exceeds `timeout` number of seconds, in which case it raises an exception.
        """

        start_time = time.time()
        while True:
            try:
                # Attempt to create the lockfile.
                # These flags cause os.open to raise an OSError if the file already exists.
                fd = os.open(self.lockfile, os.O_CREAT | os.O_EXCL | os.O_RDWR)
                with os.fdopen(fd, 'a') as f:
                    # Print some info about the current process as debug info
                    # for anyone who bothers to look.
                    f.write(self._lock_file_contents)
                break
            except OSError as e:
                if e.errno != errno.EEXIST:
                    raise
                if self.timeout is not None and (time.time() - start_time) >= self.timeout:
                    raise FileLock.FileLockException('Timeout occurred.')
                if not blocking:
                    return False
                time.sleep(self.delay)
        self.is_locked = True
        return True


[docs]    def release(self):
        """
        Get rid of the lock by deleting the lockfile.
        When working in a `with` statement, this gets automatically
        called at the end.
        """
        self.is_locked = False
        os.unlink(self.lockfile)


    def __enter__(self):
        """
        Activated when used in the with statement.
        Should automatically acquire a lock to be used in the with block.
        """
        self.acquire()
        return self

    def __exit__(self, type, value, traceback):
        """
        Activated at the end of the with statement.
        It automatically releases the lock if it isn't locked.
        """
        self.release()

    def __del__(self):
        """
        Make sure this ``FileLock`` instance doesn't leave a .lock file
        lying around.
        """
        if self.is_locked:
            self.release()

[docs]    def purge(self):
        """
        For debug purposes only.  Removes the lock file from the hard disk.
        """
        if os.path.exists(self.lockfile):
            self.release()
            return True
        return False






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.parsing

"""Utility functions for parsing"""

import re
import logging
import argparse

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class RawFormatter(argparse.HelpFormatter):
    """
    Class SmartFormatter prints help messages without any formatting
        or unwanted line breaks, acivated when help starts with R|
    """

    def _split_lines(self, text, width):
        if text.startswith('R|\n'):
            text = text[3:].rstrip()
            lines = text.splitlines()
            first_indent = len(lines[0]) - len(lines[0].lstrip())
            return [l[first_indent:] for l in lines]
        elif text.startswith('R|'):
            return [l.lstrip() for l in text[2:].strip().splitlines()]

        # this is the RawTextHelpFormatter._split_lines
        return argparse.HelpFormatter._split_lines(self, text, width)



[docs]def get_parser(cmd_output, reg="lscpu"):
    """Regex parser.

    Args:
        cmd_output (str): Output of the executed command
        reg (str): Regex pattern to be used
    Returns:
        Function handle to parse the output
    """

    def parser(pattern):
        """Parser function."""

        # Different regex for parsing different outputs
        if reg == 'perf':
            exp = r'(?P<Value>[0-9,]*\s*)(?P<Field>{}.*)'.format(pattern)
        elif reg == 'perf-intvl':
            exp = (
                r'(?P<Time>[0-9.]*\s*)'
                r'(?P<Value>[0-9,><a-zA-Z\s]*\s*)'
                r'(?P<Field>{}.*)'.format(pattern)
            )
        else:
            exp = r'(?P<Field>{}:\s*\s)(?P<Value>.*)'.format(pattern)

        # Search pattern in output
        result = re.search(exp, cmd_output)

        try:
            # Get value of the group if found
            return result.group('Value')

        except AttributeError:
            # _log.debug('Parsing = %s | Field = %s | Value = %s', reg,
            # pattern, 'None')
            # If not found, return 'not_available'
            return 'not_available'

    return parser





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.pdf

"""Class to create pdf file"""

import datetime
import logging
import fpdf
import PIL

logging.getLogger('fpdf').setLevel(logging.WARNING)
logging.getLogger('PIL').setLevel(logging.WARNING)

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class PDF(fpdf.FPDF):
    """custom PDF class that inherits from the FPDF"""

    def __init__(self, config):

        super().__init__()
        # A4 size
        self.width = 210
        self.height = 297

        self.start_y = 18
        self.eff_height = self.height - self.start_y

        self.config = config.copy()

[docs]    def header(self):
        """This method defines header of the pdf"""

        self.set_font('Times', 'B', 10)
        self.cell(0, 5, 'Job ID: {:<30} User: {:<30} # Nodes: '
                        '{:<30} Date: {:<30}'.
                  format(self.config['job_id'], self.config['user'],
                         self.config['num_nodes'],
                         datetime.datetime.now().strftime('%m/%d/%Y %H:%M:%S')),
                  1, 0, 'C')
        self.ln(20)


[docs]    def footer(self):
        """This method defines footer of the pdf"""

        # Page numbers in the footer
        self.set_y(-15)
        self.set_font('Times', 'I', 8)
        self.set_text_color(128)
        self.cell(0, 10, 'Page ' + str(self.page_no()), 0, 0, 'C')


[docs]    def page_body(self, images):
        """This method defines body of the pdf"""

        # Determine how many plots there are per page and set positions
        # and margins accordingly
        for im, image in enumerate(images):
            if im == 0:
                self.image(image, 15, self.start_y, self.width - 30)
            else:
                self.image(image, 15,
                           self.start_y +
                           im * (self.eff_height / len(images)) - 7,
                           self.width - 30)


[docs]    def print_page(self, images):
        """This method add an empty pages and populates with images/text"""

        # Generates the report
        self.add_page()
        self.page_body(images)






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.process

"""Utility functions for psutil process finder"""

import logging
import psutil

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_proc_info(pid):
    """Convenient wrapper around psutil.Process to catch exceptions"""

    try:
        return psutil.Process(pid)
    except (psutil.AccessDenied, psutil.NoSuchProcess):
        return None



[docs]def find_procs_by_name(name):
    """Return a list of processes matching 'name'

    Args:
        name (str): name of the process to find
    Returns:
        list: List of psutil objects
    """
    ls = []
    for p in psutil.process_iter(['name']):
        if p.info['name'] == name:
            ls.append(p)

    return ls



[docs]def proc_if_running(procs):
    """Check if all processes are running and returns a False if all of them are terminated

    Args:
        procs (list): List of psutil process objects
    Returns:
        bool: Running status of the processes
    """

    # Get status of all processes
    all_proc_stats = [p.is_running() for p in procs]

    return any(all_proc_stats)





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.common.utils.utilities

"""Utility functions"""

import os
import pathlib
import logging
import yaml

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_project_root():
    """Get root directory of the project

    Returns:
        str: Full path of the root directory
    """
    return pathlib.Path(__file__).parent.parent.parent



[docs]def merge_dicts(exst_dict, new_dict):
    """Merge two dicts. old_content is updated with data from new_content

    Args:
        exst_dict(dict): Existing data in the dict
        new_dict(dict): New data to be added to the dict
    Returns:
        dict: updated exst_dict with contents from new_dict
    """

    for key, value in exst_dict.items():
        if isinstance(value, list):
            value.extend(new_dict[key])
        elif isinstance(value, dict):
            merge_dicts(exst_dict[key], new_dict[key])

    return exst_dict



[docs]def get_value(input_dict, target):
    """Find the value for a given target in dict

    Args:
        input_dict (dict): Dict to search for key
        target (Any): Key to search
    Returns:
        list: List of values found in d
    """

    val = filter(
        None,
        [
            [b] if a == target else get_value(b, target) if isinstance(b, dict) else None
            for a, b in input_dict.items()
        ],
    )

    return [i for b in val for i in b]



[docs]def replace_negative(input_list):
    """This function replaces the negative values in numpy array with mean of neighbours. If the
    values happen to be at the extremum, it replaces with preceding or succeding elements

    Args:
        input_list (list): A list with positive and/or negative elements
    Returns:
        list: A list with just positive elements
    """

    len_list = len(input_list)

    out_list = []
    for ielem, elem in enumerate(input_list):
        if elem < 0 and (0 < ielem < len_list - 1):
            out_list.append(0.5 * (input_list[ielem - 1] + input_list[ielem + 1]))
        elif elem < 0 and ielem == 0:
            out_list.append(input_list[ielem + 1])
        elif elem < 0 and ielem == len_list - 1:
            out_list.append(input_list[ielem - 1])
        else:
            out_list.append(elem)

    return out_list



[docs]def dump_yaml(config):
    """Dump config files (for debugging)"""

    # Create a directory to save config files
    os.makedirs(os.path.join(config['save_dir'], 'configs'), exist_ok=True)
    # Save running config
    with open(
        os.path.join(
            config['save_dir'], 'configs', '_'.join([config['host_name'], 'run_config.yml'])
        ),
        'w',
    ) as conf_file:
        yaml.dump(config, conf_file)





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.__init__

"""This file contains class to launch monitoring process"""

import os
import logging
import time
import copy
import multiprocessing
import threading
import psutil

from perfmon.common.pid import GetJobPid
from perfmon.common.utils.json_wrappers import dump_json
from perfmon.core.metrics.cpu import MonitorCpuUsage
from perfmon.core.metrics.perfcounters import MonitorPerfCounters
from perfmon.core.metrics.gpu import MonitorNvidiaGpuMetrics

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class MonitorPerformanceMetrics(object):
    """Engine to extract performance metrics"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config):
        """Initialize setup"""

        self.config = config
        self._extra = {}

[docs]    def get_job_pid(self):
        """This method calls function to get job PID"""

        # Get pid of the main job to monitor
        pid_getter = GetJobPid(self.config)
        self.config['pid'] = pid_getter.go()

        _log.info('The monitoring process has the PID: %d', os.getpid())
        _log.info(
            'The job to monitor has PID(s): %s', ','.join([str(p) for p in self.config['pid']])
        )


[docs]    def start_collection(self):
        """Start collecting CPU metrics. We use multiprocessing library to spawn different
        processes to monitor cpu and perf metrics"""

        self._extra['start_time'] = time.strftime('%Y-%m-%dT%H:%M:%SZ', time.gmtime())

        # Find job pid
        self.get_job_pid()

        # Spawn processes to monitor the job simultaneously.
        metric_processes = {}
        if 'cpu_metrics' in self.config['metrics']:
            metric_processes['cpu_metrics'] = MonitorCpuUsage(config=self.config)
            metric_processes['cpu_metrics'].start()

        if 'perf_metrics' in self.config['metrics']:
            metric_processes['perf_metrics'] = MonitorPerfCounters(config=self.config)
            metric_processes['perf_metrics'].start()

        if 'nv_gpu_metrics' in self.config['metrics']:
            metric_processes['nvidia_gpu'] = MonitorNvidiaGpuMetrics(config=self.config)
            metric_processes['nvidia_gpu'].start()

        # Wait for the spawned processes to finish
        for _, spawned_proc in metric_processes.items():
            spawned_proc.join()

        self._extra['end_time'] = time.strftime('%Y-%m-%dT%H:%M:%SZ', time.gmtime())






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.common

"""This file common functions that are needed to monitor metrics"""

import threading
import logging

from perfmon.common.utils.json_wrappers import dump_json

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_child_procs(user, procs):
    """Get list of children processes in user namespace

    Args:
        user (str): User name
        procs (object): psutil proc iterator

    Returns:
        list: List of children processes in user space
    """

    valid_procs = procs
    valid_proc_pids = [p.pid for p in procs]
    for proc in procs:
        for child_proc in proc.children(recursive=True):
            if child_proc.username() == user and child_proc.pid not in valid_proc_pids:
                # Add CPU times of childs to parent
                valid_procs.append(child_proc)

    return valid_procs



[docs]def dump_metrics_async(data, outfile):
    """Dump metrics asynchronously

    Args:
        data (dict): Data to be dumped to disk
        outfile(str): Path of the outfile
    """

    # Append data to existing JSON file or create a new file if it doesnt exist
    # Start a new thread async to dump data to the file
    dump_metrics_thread = threading.Thread(target=dump_json, args=(data, outfile))
    dump_metrics_thread.start()



[docs]def get_cumulative_metric_value(metric_type, procs, data):
    """This method gets cumulative metric account for all childs for a given metric type"""

    # Check if metric_type is dict or list
    if isinstance(data[metric_type], dict):
        metric_value = 0
        for key, value in data[metric_type].items():
            for proc in procs:
                obj_attr = getattr(proc, metric_type)()
                metric_value += getattr(obj_attr, key)
            value.append(metric_value)
    elif isinstance(data[metric_type], list):
        metric_value = 0
        for proc in procs:
            metric_value += getattr(proc, metric_type)()
        data[metric_type].append(metric_value)

    return data



[docs]def check_metric_data(data_struct):
    """This method checks if all the metric data is consistent with number of timestamps"""

    # Get number of timestamps added into the data struct
    ntime_stamps = len(data_struct['time_stamps'])

    # Loop over all the metrics
    for _, data in data_struct.items():
        if isinstance(data, dict):
            for _, values in data.items():
                # We are adding the last monitored value as missing metric. Should not be an
                # issue as it is end of the execution.
                if values and len(values) < ntime_stamps:
                    values += [values[-1] for _ in range(ntime_stamps - len(values))]
        elif isinstance(data, list):
            if data and len(data) < ntime_stamps:
                data += [data[-1] for _ in range(ntime_stamps - len(data))]

    return data_struct





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpu

"""This file contains base class to monitor CPU metrics"""

import os
import logging
import time
import copy
import multiprocessing
import psutil

from perfmon.schemas.metrics import cpu_data_schema
from perfmon.core.metrics.cpumetrics.usage import get_cpu_time
from perfmon.core.metrics.cpumetrics.usage import get_cpu_percent
from perfmon.core.metrics.cpumetrics.network import network_io_counters
from perfmon.core.metrics.cpumetrics.network import ib_io_counters
from perfmon.core.metrics.cpumetrics.memory import memory_usage
from perfmon.core.metrics.cpumetrics.energy import rapl_energy_readings
from perfmon.core.metrics.cpumetrics.misc import misc_metrics
from perfmon.core.metrics.common import dump_metrics_async
from perfmon.core.metrics.common import get_child_procs
from perfmon.common.utils.json_wrappers import dump_json
from perfmon.common.utils.devices import ibstat_ports
from perfmon.common.utils.devices import get_rapl_devices
from perfmon.common.utils.process import proc_if_running
from perfmon.common.perf import get_mem_bw_event

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class MonitorCpuUsage(multiprocessing.Process):
    """Engine to monitor cpu related metrics"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config):
        """Initialize setup"""
        # must call this before anything else
        multiprocessing.Process.__init__(self)

        self.config = config.copy()

        # Every 900 sec the data is dumped into file
        self.check_point_time = self.config['check_point']
        self.user = os.environ['USER']
        self._extra = {}

        # A non zero interval is needed to get process cpu percent
        self.cpu_aggregation_interval = 0.5

        # Infiniband ports
        self.ib_ports = {}

        # Child processes PIDs
        self.all_child_pids = []

        # Name of the output files
        self.outfile = os.path.join(
            self.config['temp_path']['cpu_metrics'],
            '_'.join([str(self.config['job_id']), self.config['host_name']]) + '.json',
        )

[docs]    def initialise_cpu_metrics_params(self):
        """This method initialises the CPU metric related parameters"""

        # Schema for the cpu data
        self.cpu_data = {
            'host_name': self.config['host_name'],
            'sampling_frequency': self.config['sampling_freq'],
            **copy.deepcopy(cpu_data_schema),  # Need deepcopy for re-init
        }

        # Add additionally found IB, RAPL, BW metrics to dict as keys to store values
        self.add_metrics_cpu_parameters()


[docs]    def add_ib_counters_to_dict(self):
        """Add IB counters to base dict"""

        self.cpu_data = {
            **self.cpu_data,
            'ib_io_counters': {
                'port_xmit_data': [],
                'port_xmit_packets': [],
                'port_rcv_data': [],
                'port_rcv_packets': [],
            },
        }


[docs]    def add_mem_bw_to_dict(self):
        """Add memory bandwidth to base dict"""

        self.cpu_data = {
            **self.cpu_data,
            'memory_bw': [],
        }


[docs]    def add_rapl_domains_to_dict(self):
        """Add RAPL domain names to base dict"""

        rapl_domains = {}
        for dom_name, _ in self.rapl_devices.items():
            rapl_domains[dom_name] = []

        self.cpu_data = {
            **self.cpu_data,
            'rapl_powercap': rapl_domains,
        }


[docs]    def add_metrics_cpu_parameters(self):
        """This method adds metrics key/value pair in cpu parameter dict"""

        # IB
        if self.ib_ports:
            self.add_ib_counters_to_dict()

        # RAPL
        if self.rapl_devices:
            self.add_rapl_domains_to_dict()

        # Memory BW
        if self.mem_bw_event:
            self.add_mem_bw_to_dict()


[docs]    def check_availability_ib_rapl_membw(self):
        """This method checks if infiniband and RAPL metrics are available"""

        # Check if infiniband is present
        self.ib_ports = ibstat_ports()
        if self.ib_ports:
            _log.info('Infiniband support detected. Collecting IB port metrics.')

        # Check if RAPL powercap metrics are accessible
        self.rapl_devices = get_rapl_devices()
        if self.rapl_devices:
            _log.info('RAPL powercap interface is accessible. Collecting energy metrics.')

        # Check if we can get LLC cache miss to estimate memory BW
        self.mem_bw_event = get_mem_bw_event()
        if self.mem_bw_event:
            _log.info('Perf event found for monitoring memory bandwidth.')


[docs]    def get_misc_metrics(self):
        """This method gets IO, file descriptors and thread count"""

        # # Get cumulative IO counters for the process and its childs
        self.cpu_data = misc_metrics(self.all_procs, self.cpu_data)


[docs]    def get_energy_metrics(self):
        """This method gets energy metrics from RAPL powercap interface"""

        self.cpu_data = rapl_energy_readings(self.rapl_devices, self.cpu_data)


[docs]    def get_memory_usage(self):
        """This method gets memory usage"""

        self.cpu_data = memory_usage(self.mem_bw_event, self.all_procs, self.cpu_data)


[docs]    def get_network_traffic(self):
        """Get network traffic from TCP and Infiniband (if supported)"""

        # System wide net IO counters
        self.cpu_data = network_io_counters(self.cpu_data)

        # Infiniband Io counters
        if self.ib_ports:
            self.cpu_data = ib_io_counters(self.ib_ports, self.cpu_data)


[docs]    def get_cpu_usage(self):
        """This method gets all CPU usage statistics"""

        # Add CPU times of parent and children (proc.cpu_times().user + proc.cpu_times(
        # ).children_user) is not giving correct CPU times
        # self.get_cpu_time_from_parent_and_childs()
        self.cpu_data['cpu_time'].append(get_cpu_time(self.all_procs))

        # Get CPU percent for the process and its children
        # self.get_cpu_percent()
        self.cpu_data['cpu_percent'].append(
            get_cpu_percent(self.cpu_aggregation_interval, self.all_procs)
        )

        # System wide CPU percent
        self.cpu_data['cpu_percent_sys'].append(psutil.cpu_percent())


[docs]    def get_metrics_data(self):
        """Extract metrics data"""

        # CPU usage statistics
        self.get_cpu_usage()

        # Network traffic counters
        self.get_network_traffic()

        # Memory usage statistics
        self.get_memory_usage()

        # Energy usage statistics
        self.get_energy_metrics()
        #
        # # Misc statistics
        self.get_misc_metrics()


[docs]    def add_timestamp(self):
        """This method adds timestamp to the data"""

        # Get time stamp and convert it to int. We are not looking at fine grained monitoring here
        self.cpu_data['time_stamps'].append(int(time.time()))


[docs]    def dump_metrics(self):
        """Dump metrics to JSON file and re-initiate cpu_metrics dict"""

        dump_metrics_async(copy.deepcopy(self.cpu_data), self.outfile)

        # Re-initialise CPU metric parameters
        self.initialise_cpu_metrics_params()


[docs]    def run(self):
        """This method extracts the cpu related metrics for a given pid"""

        _log.info('Collection of CPU metrics has started')

        sampling_freq = self.config['sampling_freq']
        _log.debug('Current sampling frequency is %d', sampling_freq)

        # Number of steps before writing the data to file
        # To be implemented in the future
        check_point_step = int(self.check_point_time / sampling_freq)

        # Step count
        i_step = 0

        # Get process information
        self.procs = [psutil.Process(p) for p in self.config['pid']]

        # Check if infiniband, RAPL and memory BW is available to monitor
        self.check_availability_ib_rapl_membw()

        # Initialise CPU metric parameters
        self.initialise_cpu_metrics_params()

        while (
            proc_if_running(self.procs)
            and open(self.config['ipc_file'], 'r').read().rstrip() == 'INPROGRESS'
        ):
            try:
                # Start measuring time taken for getting metrics
                start_monitor = time.time()

                # Add current timestamp to the list of timestamps
                self.add_timestamp()

                # Add children to procs list
                self.all_procs = get_child_procs(self.user, self.procs)

                # Get metrics data
                self.get_metrics_data()

                # Dump metrics if check point is reached
                if i_step % check_point_step == 0:
                    self.dump_metrics()

                # Get total time elapsed to get metrics
                collection_time = time.time() - start_monitor

                # Sleep for given sampling frequency before collecting for next round
                # Here we remove the time taken to collect metrics from sampling frequency to
                # keep frequency fairly constant
                try:
                    time.sleep(sampling_freq - collection_time)
                except ValueError:  # when sampling_freq - collection_time < 0
                    pass
                i_step += 1
            except (psutil.NoSuchProcess, psutil.AccessDenied):
                # Check if all metrics have data for added timestamps
                # self.cpu_data = check_metric_data(self.cpu_data)
                # If the given pid terminates dump metrics to the disk
                # write_json(self.cpu_data, self.outfile)
                dump_json(self.cpu_data, self.outfile)
                return

        # Dump metrics to the disk
        dump_json(self.cpu_data, self.outfile)






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpu

"""This file contains base class to monitor GPU metrics"""

import os
import logging
import time
import copy
import multiprocessing
import psutil

from perfmon.schemas.metrics import nv_gpu_data_schema
from perfmon.core.metrics.gpumetrics.nvidia.memory import memory_usage
from perfmon.core.metrics.gpumetrics.nvidia.utilization import get_gpu_mem_util_rates
from perfmon.core.metrics.gpumetrics.nvidia.utilization import get_encoder_decoder_util_rates
from perfmon.core.metrics.gpumetrics.nvidia.errors import ecc_error_counts
from perfmon.core.metrics.gpumetrics.nvidia.clock import clock_info
from perfmon.core.metrics.gpumetrics.nvidia.power import power_usage
from perfmon.core.metrics.gpumetrics.nvidia.power import power_violation_report
from perfmon.core.metrics.gpumetrics.nvidia.misc import misc_metrics
from perfmon.core.metrics.common import dump_metrics_async
from perfmon.common.utils.json_wrappers import dump_json
from perfmon.common.utils.process import proc_if_running

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class MonitorNvidiaGpuMetrics(multiprocessing.Process):
    """Engine to monitor gpu related metrics"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config):
        """Initialize setup"""
        # must call this before anything else
        multiprocessing.Process.__init__(self)

        self.config = config.copy()
        # Every 900 sec the data is dumped into file
        self.check_point_time = self.config['check_point']
        self.user = os.environ['USER']
        self._extra = {}

        # GPU devices iterator
        self.gpu_dev_iterator = range(self.config['num_nvidia_gpus'])

        # Name of the output files
        self.outfiles = [
            os.path.join(
                self.config['temp_path']['nv_gpu_metrics'],
                '_'.join([str(self.config['job_id']), self.get_new_host_name(i)]) + '.json',
            )
            for i in self.gpu_dev_iterator
        ]

[docs]    def get_new_host_name(self, gpu_dev_num):
        """Append GPU number to host name"""
        return '.'.join([f'gpu-{gpu_dev_num}', self.config['host_name']])


[docs]    def initialise_gpu_metrics_params(self):
        """This method initialises the GPU metric related parameters"""

        # Initialise dict for each device
        # gpu_metrics = {}
        # for dev in range(self.config['num_nvidia_gpus']):
        #     gpu_metrics[f'GPU_{dev}'] = copy.deepcopy(nv_gpu_data_schema)  # Need deepcopy for re-init

        # Schema for the gpu data
        # List of schemas for each GPU
        self.gpu_data = [
            {
                'host_name': self.get_new_host_name(i),
                'sampling_frequency': self.config['sampling_freq'],
                'time_stamps': [],
                **copy.deepcopy(nv_gpu_data_schema),  # Need deepcopy for re-init,
            }
            for i in self.gpu_dev_iterator
        ]


[docs]    def get_misc_metrics(self):
        """This method gets different misc metrics"""

        # Get all misc metrics like temperature, fan speed etc
        self.gpu_data = misc_metrics(self.gpu_data)


[docs]    def get_power_metrics(self):
        """This method gets power metrics"""

        # Get power usage
        self.gpu_data = power_usage(self.gpu_data)

        # Get throttling period due to constraints
        self.gpu_data = power_violation_report(self.gpu_data)


[docs]    def get_utilization_rates(self):
        """This method gets all utilization statistics"""

        # Append gpu and memory utilisation to data dict
        self.gpu_data = get_gpu_mem_util_rates(self.gpu_data)

        # Append encoder and decoder utilisation to data dict
        self.gpu_data = get_encoder_decoder_util_rates(self.gpu_data)


[docs]    def get_memory_usage(self):
        """This method gets memory usage"""

        # Append memory metrics to data dict
        self.gpu_data = memory_usage(self.gpu_data)


[docs]    def get_ecc_metrics(self):
        """This method gets ECC error counts"""

        # Get ECC error counts
        self.gpu_data = ecc_error_counts(self.gpu_data)


[docs]    def get_clock_info(self):
        """This method gets different clock info metrics"""

        # Get clock info
        self.gpu_data = clock_info(self.gpu_data)


[docs]    def get_metrics_data(self):
        """Extract metrics data"""

        # Clock info
        self.get_clock_info()

        # ECC counts
        self.get_ecc_metrics()

        # Memory usage statistics
        self.get_memory_usage()

        # Utilization statistics
        self.get_utilization_rates()

        # Energy usage statistics
        self.get_power_metrics()

        # Misc statistics
        self.get_misc_metrics()


[docs]    def add_timestamp(self):
        """This method adds timestamp to the data"""

        # Get time stamp and convert it to int. We are not looking at fine grained monitoring here
        time_stamp = int(time.time())
        for i in self.gpu_dev_iterator:
            self.gpu_data[i]['time_stamps'].append(time_stamp)


[docs]    def dump_metrics(self):
        """Dump metrics to JSON file and re-initiate gpu_metrics dict"""

        for i in self.gpu_dev_iterator:
            dump_metrics_async(copy.deepcopy(self.gpu_data[i]), self.outfiles[i])

        # Re-initialise GPU metric parameters
        self.initialise_gpu_metrics_params()


[docs]    def run(self):
        """This method extracts the gpu related metrics for a given pid"""

        _log.info('Collection of GPU metrics has started')

        sampling_freq = self.config['sampling_freq']
        _log.debug('Current sampling frequency is %d', sampling_freq)

        # Number of steps before writing the data to file
        # To be implemented in the future
        check_point_step = int(self.check_point_time / sampling_freq)

        # Step count
        i_step = 0

        # Get process information
        self.procs = [psutil.Process(p) for p in self.config['pid']]

        # Initialise CPU metric parameters
        self.initialise_gpu_metrics_params()

        while (
            proc_if_running(self.procs)
            and open(self.config['ipc_file'], 'r').read().rstrip() == 'INPROGRESS'
        ):
            try:
                # Start measuring time taken for getting metrics
                start_monitor = time.time()

                # Add current timestamp to the list of timestamps
                self.add_timestamp()

                # Get metrics data
                self.get_metrics_data()

                # Dump metrics if check point is reached
                if i_step % check_point_step == 0:
                    self.dump_metrics()

                # Get total time elapsed to get metrics
                collection_time = time.time() - start_monitor

                # Sleep for given sampling frequency before collecting for next round
                # Here we remove the time taken to collect metrics from sampling frequency to
                # keep frequency fairly constant
                try:
                    time.sleep(sampling_freq - collection_time)
                except ValueError:  # when sampling_freq - collection_time < 0
                    pass
                i_step += 1
            except (psutil.NoSuchProcess, psutil.AccessDenied):
                for i in self.gpu_dev_iterator:
                    dump_json(self.gpu_data[i], self.outfiles[i])
                return

        # Dump metrics to the disk
        for i in self.gpu_dev_iterator:
            dump_json(self.gpu_data[i], self.outfiles[i])






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.perfcounters

"""This file contains base class to monitor perf stat metrics"""

import os
import re
import logging
import time
import copy
import multiprocessing
import psutil

from perfmon.core.metrics.common import dump_metrics_async
from perfmon.core.metrics.common import get_child_procs
from perfmon.common.utils.execute_cmd import execute_cmd_pipe
from perfmon.common.utils.json_wrappers import dump_json
from perfmon.common.utils.process import proc_if_running
from perfmon.common.perf import get_working_perf_events

from perfmon.exceptions import PerfEventListNotFoundError

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]class MonitorPerfCounters(multiprocessing.Process):
    """Engine to extract performance metrics"""

    # pylint: disable=too-many-instance-attributes

    def __init__(self, config):
        """Initialize setup"""
        # must call this before anything else
        multiprocessing.Process.__init__(self)

        self.config = config.copy()
        # Every 900 sec the data is dumped into file
        self.check_point_time = self.config['check_point']
        self.user = os.environ['USER']
        self._extra = {}

        # Initialise perf_data dict
        self.perf_data = {}

        # Name of the output files
        self.outfile = os.path.join(
            self.config['temp_path']['perf_metrics'],
            '_'.join([str(self.config['job_id']), self.config['host_name']]) + '.json',
        )

[docs]    def initialise_perf_metrics_data_dict(self):
        """This method initialises the perf metric related parameters"""

        # Schema for the perf data
        self.perf_data = {
            'host_name': self.config['host_name'],
            'sampling_frequency': self.config['sampling_freq'],
            'time_stamps': [],
            'hardware_events': {key: [] for key in self.perf_events['hardware_events'].keys()},
            'software_events': {key: [] for key in self.perf_events['software_events'].keys()},
            'L2': {key: [] for key in self.perf_events['L2'].keys()},
            'L2cache': {key: [] for key in self.perf_events['L2cache'].keys()},
            'L3': {key: [] for key in self.perf_events['L3'].keys()},
            'L3cache': {key: [] for key in self.perf_events['L3cache'].keys()},
            'FLOPS_SP': {key: [] for key in self.perf_events['FLOPS_SP'].keys()},
            'FLOPS_DP': {key: [] for key in self.perf_events['FLOPS_DP'].keys()},
        }

        # Add derived metrics to the schema of the perf data
        for perf_group, derived_metric in self.derived_perf_metrics.items():
            for name in derived_metric.keys():
                self.perf_data[perf_group][name] = []


[docs]    def dump_avail_perf_events(self):
        """Dump the available perf event list for later use"""

        # Save the schema of available perf events for later use
        if self.config['master_node'] == self.config['node_name']:
            _log.debug('Saving the available perf event list to file')
            dump_json(self.perf_data, self.config['perf_event_file'])


[docs]    def set_up_perf_events(self):
        """This method checks for available perf events, tests them and initialise the data dict"""

        # Get available perf events for the processor
        self.perf_events, self.derived_perf_metrics = get_working_perf_events()

        # Check if perf_events is not empty
        if not self.perf_events:
            raise PerfEventListNotFoundError("No perf events found")

        # Initialise the metric data dict
        self.initialise_perf_metrics_data_dict()

        # Dump the available perf event list
        self.dump_avail_perf_events()


[docs]    def get_list_of_pids(self):
        """This method gets the list of pids to monitor by adding children pids to parents"""

        self.pids = [p.pid for p in get_child_procs(self.user, self.procs)]


[docs]    def add_timestamp(self):
        """This method adds timestamp to the data"""

        # Get time stamp and convert it to int. We are not looking at fine grained monitoring here
        # We add time stamp for previous period at the beginning of new period. So we subtract
        # aggregation interval from current time stamp
        self.perf_data['time_stamps'].append(int(time.time()) - self.aggregation_interval)


[docs]    def make_perf_command(self):
        """This method make the perf command to run"""

        # Command to get perf stats
        perf_cmd = 'exec perf stat -I {} -e {} -p {}'.format(
            self.aggregation_interval * 1000,
            ','.join(
                list(self.perf_events['hardware_events'].values())
                + list(self.perf_events['software_events'].values())
                + list(self.perf_events['L2'].values())
                + list(self.perf_events['L2cache'].values())
                + list(self.perf_events['L3'].values())
                + list(self.perf_events['L3cache'].values())
                + list(self.perf_events['FLOPS_SP'].values())
                + list(self.perf_events['FLOPS_DP'].values())
            ),
            ','.join([str(pid) for pid in self.pids]),
        )

        return perf_cmd


[docs]    @staticmethod
    def match_perf_line(pattern, cmd_out):
        """This method builds perf output pattern and get matching groups"""

        # Perf output structure
        out_struct = (
            r'(?P<Time>[0-9.]*\s*)(?P<Value>[0-9,><a-zA-Z\s]*\s*)('
            r'?P<Field>{}.*)'.format(pattern)
        )

        #  Search pattern in output
        result = re.search(out_struct, cmd_out)

        try:
            # return matching time and values
            return result.group('Time'), result.group('Value')
        except AttributeError:
            return '-1', 'not_available'


[docs]    def parse_perf_cmd_out(self, cmd_out):
        """This method parses perf command output and populate perf data dict with counter values"""

        for perf_group, counters in self.perf_events.items():
            for counter in counters.keys():
                # If perf counter is in the perf output. This way we reduce check for unnecessary
                # matches
                if counter in cmd_out:
                    time_string, value_string = self.match_perf_line(counter, cmd_out)
                    try:
                        count = int(value_string.rstrip().replace(',', ''))
                        # Convert string to int
                        time_float = int(float(time_string.rstrip().replace(',', '')))
                    except ValueError:
                        count = 0
                        time_float = -1
                    self.perf_data[perf_group][counter].append(count)
                    # Typically for one line output we have one perf counter to parse. If we
                    # found it, exit the loop
                    return time_float
        return -1


[docs]    def compute_derived_metrics(self):
        """This method computes all the derived metrics from parsed perf counters"""

        for perf_group, derived_metrics in self.derived_perf_metrics.items():
            for d_metric_name, expr in derived_metrics.items():
                for metric_name, values in self.perf_data[perf_group].items():
                    if not metric_name.startswith('derv'):
                        try:
                            expr = re.sub(metric_name, str(values[-1]), expr)
                        except IndexError:
                            expr = '0'
                try:
                    count_value = eval(expr) / self.aggregation_interval
                except (NameError, ValueError, ZeroDivisionError):
                    count_value = 0
                self.perf_data[perf_group][d_metric_name].append(count_value)


[docs]    def setup_perf_monitor(self):
        """Setup steps for monitoring perf metrics"""

        # Process object of main job that is being monitored
        self.procs = [psutil.Process(p) for p in self.config['pid']]

        # Set and initialise the perf events and data dict
        self.set_up_perf_events()

        # Get all child processes of parent pid
        self.get_list_of_pids()

        # Generate perf stat command for given pids
        perf_cmd = self.make_perf_command()

        # Execute the command by using Popen
        self.monitor_proc = execute_cmd_pipe(perf_cmd)


[docs]    def post_parsing_steps(self):
        """Steps to be made after parsing all metrics"""

        # Add current timestamp to the list of timestamps
        self.add_timestamp()
        # Compute derived metrics
        self.compute_derived_metrics()


[docs]    def dump_metrics(self):
        """Dump metrics to JSON file and re-initiate perf_metrics dict"""

        dump_metrics_async(copy.deepcopy(self.perf_data), self.outfile)

        # Re-initialise perf metric data dict
        self.initialise_perf_metrics_data_dict()


[docs]    def run(self):
        """This method extracts perf metrics for a given pid"""

        _log.info('Collection of perf metrics has started')

        # For the moment perf metrics are always collected for an aggregation period of 5 sec
        # during every collection cycle that is dependent on sampling frequency.
        # It ensures that we are not using up too much CPU resources. It is not configurable at
        # the moment.
        self.aggregation_interval = self.config['sampling_freq']

        _log.debug('Perf metrics are reported for every %s', self.aggregation_interval)

        # Number of steps before writing the data to file
        check_point_step = int(self.check_point_time / self.aggregation_interval)

        # Step count
        i_step = 0

        # Normally the perf command will spit out metrics with a frequency provided at the run time
        # We will capture the output here and parse it to get different perf counters
        try:
            # Setup perf monitoring
            self.setup_perf_monitor()

            # We will parse output line-by-line. It means for a given time stamp we will have
            # multiple lines and we read these lines one by one. But we should add the timestamp
            # to the data dict only once and compute derived metrics only once as well.
            # The var check_time is to check we finish parse all counters for a given time stamp
            # and then add timestamp to data dict
            check_time = -1
            for line in iter(self.monitor_proc.stdout.readline, b''):
                # Check if main job process that we are monitoring is still running
                if (
                    proc_if_running(self.procs)
                    and open(self.config['ipc_file'], 'r').read().rstrip() == 'INPROGRESS'
                ):

                    # Parse the perf stat output
                    elapsed_time = self.parse_perf_cmd_out(line)

                    # If check_time is negative, set check_time to elapsed_time
                    if check_time < 0 and elapsed_time > 0:
                        check_time = elapsed_time

                    # Once we finish parsing all lines of the perf we want to add timestamp and
                    # compute other derived metrics from parsed metrics
                    if check_time < elapsed_time:
                        # Perform post parsing steps
                        self.post_parsing_steps()
                        # The new check time is the elapsed time
                        check_time = elapsed_time

                        # Dump metrics if check point is reached
                        if i_step % check_point_step == 0:
                            self.dump_metrics()

                        # Increment i_step
                        i_step += 1
                else:
                    # If main process terminates kill the monitor process as well and communicate
                    # to io streams
                    self.monitor_proc.kill()
                    self.monitor_proc.communicate()
                    # Perform post parsing steps
                    self.post_parsing_steps()
                    # And finally dump the data to disk
                    # write_json(self.perf_data, self.outfile)
                    dump_json(self.perf_data, self.outfile)
                    return
        except (
            FileNotFoundError,
            psutil.NoSuchProcess,
            psutil.AccessDenied,
            PerfEventListNotFoundError,
        ):
            dump_json(self.perf_data, self.outfile)






            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpumetrics.energy

"""Functions to monitor RAPL energy metrics"""

import logging

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def rapl_energy_readings(rapl_devices, data):
    """This method gets energy metrics from RAPL powercap interface"""

    # Get package/domain names and paths to find energy
    for dom_name, engy_path in rapl_devices.items():
        # cmd_str = ' '.join(['cat', engy_path])
        # cmd_out = execute_cmd(cmd_str)
        try:
            content = open(engy_path, 'r').read().rstrip()
            # Units are micro Joules. Convert them to Joules in post processing
            engy_value = int(content)
        except (PermissionError, ValueError):
            engy_value = 0
        # if dom_name not in data['rapl_powercap'].keys():
        #     self.cpu_data['rapl_powercap'][dom_name] = []
        data['rapl_powercap'][dom_name].append(engy_value)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpumetrics.memory

"""Functions to monitor memory related metrics"""

import logging

from perfmon.core.metrics.common import get_cumulative_metric_value
from perfmon.common.utils.execute_cmd import execute_cmd
from perfmon.common.utils.parsing import get_parser

_log = logging.getLogger(__name__)

# Cache line - 64 bytes
CACHE_LINE = 64.0

# Measuring time for memory bw event
MEM_BW_MEASURE_TIME = 2

# pylint: disable=E0401,W0201,C0301


[docs]def get_memory_bandwidth(mem_bw_event, procs):
    """This method returns memory bandwidth based on perf LLC load misses event"""

    # Get all child processes
    pids = [p.pid for p in procs]

    # Command string to probe for LLC load misses
    cmd_str = 'perf stat -e {} -p {} sleep {}'.format(
        mem_bw_event, ','.join([str(pid) for pid in pids]), MEM_BW_MEASURE_TIME
    )

    # Execute command
    cmd_out = execute_cmd(cmd_str)
    parse_perf_out = get_parser(cmd_out, reg='perf')
    # Parse the value of LLC Local miss
    llc_local_miss_string = parse_perf_out('LLC_MISS_LOCAL')
    # Parse the value of LLC remote miss
    llc_remote_miss_string = parse_perf_out('LLC_MISS_REMOTE')
    # Convert load misses to memory bandwidth
    try:
        llc_local_miss_data = int(llc_local_miss_string.rstrip().replace(',', ''))
        llc_remote_miss_data = int(llc_remote_miss_string.rstrip().replace(',', ''))
        mem_bw = (llc_local_miss_data + llc_remote_miss_data) * CACHE_LINE / MEM_BW_MEASURE_TIME
    except ValueError:
        mem_bw = 0

    return mem_bw



[docs]def memory_usage(mem_bw_event, procs, data):
    """This method gets memory usage"""

    # Get cumulative memory info for the process and its childs
    data = get_cumulative_metric_value('memory_info', procs, data)

    # Get cumulative full memory info (uss and shared) for the process and its childs
    data = get_cumulative_metric_value('memory_full_info', procs, data)

    # Get cumulative memory percent for the process and its childs
    data = get_cumulative_metric_value('memory_percent', procs, data)

    # Get bandwidth info if perf event is found
    if mem_bw_event:
        data['memory_bw'].append(get_memory_bandwidth(mem_bw_event, procs))

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpumetrics.misc

"""Functions to monitor other metrics"""

import logging

from perfmon.core.metrics.common import get_cumulative_metric_value

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def misc_metrics(procs, data):
    """This method gets IO, file descriptors and thread count"""

    # Get cumulative IO counters for the process and its childs
    data = get_cumulative_metric_value('io_counters', procs, data)

    # Get cumulative number of threads for the process and its childs
    data = get_cumulative_metric_value('num_threads', procs, data)

    # Get cumulative number of file descriptors for the process and its childs
    data = get_cumulative_metric_value('num_fds', procs, data)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpumetrics.network

"""Functions to monitor network related metrics"""

import os
import logging
import psutil

_log = logging.getLogger(__name__)

# Infiniband metrics API directory
IB_API_AIR = '/sys/class/infiniband'

# pylint: disable=E0401,W0201,C0301


[docs]def network_io_counters(data):
    """This method gets the system wide network IO counters"""

    # Get system wide network IO counters.
    for key, value in data['net_io_counters'].items():
        value.append(getattr(psutil.net_io_counters(pernic=False, nowrap=True), key))

    return data



[docs]def ib_io_counters(ib_ports, data):
    """This method gets the IB port counters"""

    # Get Infiniband IO counters. This includes RoCE as well on p3-alaska
    for key, value in data['ib_io_counters'].items():
        cum_value = 0
        for name, port in ib_ports.items():
            counter_path = os.path.join(IB_API_AIR, name, 'ports', port, 'counters', key)
            if os.path.isfile(counter_path):
                content = open(counter_path, 'r').read().rstrip()
                try:
                    # Data port counters indicate octets divided by 4 rather than just octets.
                    counter_value = int(content)
                except ValueError:
                    counter_value = 0
                # Multiply by four to calculate bytes
                cum_value += counter_value * 4
        value.append(cum_value)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.cpumetrics.usage

"""Functions to monitor CPU usage metrics"""

import logging

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_cpu_time(procs):
    """This method gets cumulative CPU time from parent and its childs"""

    # CPU Time of the parent process
    cpu_time_pp = 0
    for proc in procs:
        cpu_time_pp += proc.cpu_times().user

    # Return cpu_time
    return cpu_time_pp



[docs]def get_cpu_percent(cpu_aggregation_interval, procs):
    """This method gives CPU percent of parent and its childs"""

    # Get CPU percent for the process and its childs
    proc_cpu = 0
    for proc in procs:
        proc_cpu += proc.cpu_percent(interval=cpu_aggregation_interval)

    return proc_cpu





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.__init__

"""This module contains all NVIDIA GPU related metrics functions"""

import logging

from py3nvml.py3nvml import *

_log = logging.getLogger(__name__)


[docs]def device_query(func, *args):
    """Convenience wrapper to query different metrics for NVIDIA GPUs

    Args:
        func (str): Name of the API function

    Returns:
        list: Metric value
    """

    try:
        # Initialise NVML
        nvmlInit()

        # Number of devices
        num_gpus = nvmlDeviceGetCount()

        # Query metric for each GPU
        metric_values = []
        for i in range(num_gpus):
            handle = nvmlDeviceGetHandleByIndex(i)
            metric_values.append(globals()[func](handle, *args))

        # Teardown NVML
        nvmlShutdown()
    except NVMLError:
        return []

    return metric_values





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.clock

"""Functions to monitor clock frequency info related metrics for NVIDIA GPUs"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def clock_info(data):
    """This method gets NVIDIA GPU clock info for memory, graphics and SM"""

    # Get graphics clock info
    graphics_report = device_query('nvmlDeviceGetClockInfo', 0)
    for i, grap in enumerate(graphics_report):
        data[i]['clock_info']['graphics'].append(grap)

    # Get SM clock info
    sm_report = device_query('nvmlDeviceGetClockInfo', 1)
    for i, sm in enumerate(sm_report):
        data[i]['clock_info']['sm'].append(sm)

    # Get graphics clock info
    mem_report = device_query('nvmlDeviceGetClockInfo', 2)
    for i, mem in enumerate(mem_report):
        data[i]['clock_info']['memory'].append(mem)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.errors

"""Functions to monitor ECC error counts for NVIDIA GPUs"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def ecc_error_counts(data):
    """This method gets NVIDIA GPU ECC error counts for SP and DP"""

    # Get DP error counts
    dp_error_counts = device_query('nvmlDeviceGetTotalEccErrors', 1, 1)
    for i, err in enumerate(dp_error_counts):
        data[i]['ecc_errors']['dp'].append(err)

    # Get SP error counts
    sp_error_counts = device_query('nvmlDeviceGetTotalEccErrors', 0, 1)
    for i, err in enumerate(sp_error_counts):
        data[i]['ecc_errors']['sp'].append(err)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.memory

"""Functions to monitor memory related metrics for NVIDIA GPUs"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def memory_usage(data):
    """This method gets NVIDIA GPU memory and BAR1 memory usage"""

    # Get memory usage
    memory_metrics = device_query('nvmlDeviceGetMemoryInfo')
    for i, mem in enumerate(memory_metrics):
        data[i]['memory_used']['gpu_memory'].append(int(mem.used))

    # Get BAR1 memory usage
    bar1_memory_metrics = device_query('nvmlDeviceGetBAR1MemoryInfo')
    for i, mem in enumerate(bar1_memory_metrics):
        data[i]['memory_used']['bar1_memory'].append(int(mem.bar1Used))

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.misc

"""Functions to monitor misc metrics like temperature, fan speed for NVIDIA GPUs"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def misc_metrics(data):
    """This method gets misc NVIDIA GPU metrics"""

    # Get temperature of devices
    temp_metrics = device_query('nvmlDeviceGetTemperature', NVML_TEMPERATURE_GPU)
    for i, temperature in enumerate(temp_metrics):
        data[i]['temperature'].append(temperature)

    # Get fan speed
    fan_speed_metrics = device_query('nvmlDeviceGetFanSpeed')
    for i, speed in enumerate(fan_speed_metrics):
        data[i]['fan_speed'].append(speed)

    # Get num procs
    num_procs = device_query('nvmlDeviceGetComputeRunningProcesses')
    for i, procs in enumerate(num_procs):
        data[i]['num_procs'].append(len(procs))

    # Get PCI express send throughput
    pcie_send_metrics = device_query('nvmlDeviceGetPcieThroughput', 0)
    for i, thpt in enumerate(pcie_send_metrics):
        data[i]['pci_thgpt']['send'].append(thpt)

    # Get PCI express receive throughput
    pcie_recv_metrics = device_query('nvmlDeviceGetPcieThroughput', 1)
    for i, thpt in enumerate(pcie_recv_metrics):
        data[i]['pci_thgpt']['recv'].append(thpt)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.power

"""Functions to monitor power related metrics for NVIDIA GPUs"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def power_usage(data):
    """This method gets NVIDIA GPUs power usage metrics"""

    # Get power usage
    power_metrics = device_query('nvmlDeviceGetPowerUsage')
    for i, pow in enumerate(power_metrics):
        data[i]['power_usage'].append(pow)

    return data



[docs]def power_violation_report(data):
    """This method gets NVIDIA GPUs throttling period due to constraints"""

    # Get throttling due to all  constraints
    dev_throttling = device_query('nvmlDeviceGetViolationStatus', 10)
    for i, pow in enumerate(dev_throttling):
        data[i]['violation'].append(pow.violationTime)

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.core.metrics.gpumetrics.nvidia.utilization

"""Functions to get GPU utilization rates"""

import logging

from py3nvml.py3nvml import *

from perfmon.core.metrics.gpumetrics.nvidia import device_query

_log = logging.getLogger(__name__)

# pylint: disable=E0401,W0201,C0301


[docs]def get_gpu_mem_util_rates(data):
    """This method gets GPU and memory utilization rates"""

    # Get GPU and memory utilization rates
    util_metrics = device_query('nvmlDeviceGetUtilizationRates')
    for i, rate in enumerate(util_metrics):
        data[i]['utilization_rates']['gpu'].append(rate.gpu)
        data[i]['utilization_rates']['memory'].append(rate.memory)

    return data



[docs]def get_encoder_decoder_util_rates(data):
    """This method gets encoder and decoder utilization rates"""

    # Get encoder utilization rates
    util_metrics = device_query('nvmlDeviceGetEncoderUtilization')
    for i, rate in enumerate(util_metrics):
        data[i]['encoder_util'].append(rate[0])

    # Get decoder utilization rates
    util_metrics = device_query('nvmlDeviceGetDecoderUtilization')
    for i, rate in enumerate(util_metrics):
        data[i]['decoder_util'].append(rate[0])

    return data





            

          

      

      

    

  

    
      
          
            
  Source code for perfmon.exceptions.__init__

"""This file contains the custom exceptions defined for monitoring tools."""


[docs]class CommandExecutionFailed(Exception):
    """Command execution exception"""
    pass



[docs]class BatchSchedulerNotFound(Exception):
    """Batch scheduler not implemented or not recognised"""
    pass



[docs]class JobPIDNotFoundError(Exception):
    """Step job PID not found"""
    pass



[docs]class ProcessorVendorNotFoundError(Exception):
    """Processor vendor not implemented"""
    pass



[docs]class KeyNotFoundError(Exception):
    """Key not found in the dict"""
    pass



[docs]class PerfEventListNotFoundError(Exception):
    """Perf event list not implemented"""
    pass



[docs]class MetricGroupNotImplementedError(Exception):
    """Requested metric group not implemented"""
    pass



[docs]class ArchitectureNotFoundError(Exception):
    """Processor architecture not found"""
    pass





            

          

      

      

    

  nav.xhtml

    
      Table of Contents


      
        		
          Welcome to documentation of SDP Workflows Performance Monitoring Tool
        


        		
          Overview
          
            		
              Design
            


            		
              Available metrics
            


          


        


        		
          Prerequisites
          
            		
              Installation
            


          


        


        		
          Usage
          
            		
              Arguments
            


            		
              GPU metrics
            


            		
              Monitored metrics
              
                		
                  Hardware metadata
                


                		
                  CPU related metrics
                


                		
                  Perf stat metrics
                


                		
                  NVIDIA GPU metrics
                


              


            


            		
              Example use cases
            


            		
              Output files
            


            		
              Plotting data
            


          


        


        		
          Perfmon Reference
          
            		
              Configuration
            


            		
              Common
            


            		
              Core
            


            		
              Exceptions
            


            		
              Perfevents
            


            		
              Schemas
            


          


        


      


    
  

_static/file.png





_static/minus.png





_static/img/logo.jpg
SOUARE KILOMETRE ARRAY





_static/plus.png





